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Abstract
In an attempt to handle some of the challenges of modern production, intel-
ligent automation systems offer solutions that are flexible, adaptive, and col-
laborative. Contrary to traditional solutions, intelligent automation systems
emerged just recently and thus lack the supporting tools and infrastructure
that traditional systems nowadays take for granted. To support efficient devel-
opment, commissioning, and control of such systems, this thesis summarizes
various lessons learned during years of implementation.

Based on what was learned, this thesis investigates key features of an in-
frastructure for modern and flexible intelligent automation systems, as well as
number of important design solutions. For example, an important question is
raised whether to decentralize the global state or to give complete access to
the main controller.

Moreover, in order to develop such systems, a framework for virtual prepa-
ration and commissioning is presented, with the main goal to offer support for
engineers. As traditional virtual commissioning solutions are not intended for
preparing highly flexible, collaborative, and dynamic systems, this framework
aims to provide some of the groundwork and point to a direction for fast and
integrated preparation and virtual commissioning of such systems.

Finally, this thesis summarizes some of the investigations made on planning
as satisfiability, in order to evaluate how different methods improve planning
performance. Throughout the thesis, an industrial material kitting use-case
exemplifies presented perspectives, lessons learned, and frameworks.

Keywords: Intelligent automation, architectures, virtual preparation, vir-
tual commissioning, planning as satisfiability.
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CHAPTER 1

Introduction

1.1 Automation is changing

The true advance of automation is not marked by putting new products on
the market, but by producing faster with greater variability and quality. Cus-
tomizing a product online and expecting it to arrive within days is becoming
the norm. Of course, manufacturers are starting to grasp the potential of this
customer oriented market, however they face some new challenges [1]. Not
only do companies have to re-think the way they manufacture, but in order to
turn a profit and beat the competition, they have to ensure that the costs of
unique product manufacturing remain similar to the costs of mass production
[2].

From a high-level perspective, this represents a need to control the value
chain in real-time [3]. In order to do so, different discrete activities of the value
chain have to be more connected, relevant information from all segments of
the value chain has to be transparent, and most importantly, customers and
business partners have to be integrated into the production processes [4].

From a low-level perspective, this demands flexible and adaptable produc-
tion systems which can not only change the pace of production, but also the
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Chapter 1 Introduction

type of product, in real-time [5]. Developing automation solutions for such
production systems is fundamentally different from existing traditional meth-
ods, and as such, existing tools and frameworks can not be directly utilized.
Hence, this thesis aims to lay down at least some of the groundwork needed
to develop new, intelligent automation solutions of the future.

1.2 Challenges
An industrial use-case from Volvo Trucks is used as the main illustrative ex-
ample throughout the thesis. Being one of the biggest truck manufacturers in
the world, Volvo aims to produce enough trucks with compelling properties
in order to maximize its share of the market. As such, they face all challenges
of modern production.

Compared to today’s standards, trucks that were manufactured until 1990’s
did not have a substantial variability and complexity. They relied mostly
on mechanical components which were standardized across several models.
This meant that the manufacturing complexity increased at a reasonable rate
and could be managed by traditional production and automation solutions.
However, the manufacturing complexity is now increasing at a much higher
rate.

To begin with, the product itself is one of the factors that contributes to
the increase in manufacturing complexity. The introduction of new electronic,
safety, sensor and software systems has transformed the relatively simpler
truck of the 90’s into the necessarily complex truck of today.

Another factor is the increase in product variability. Customers often have
unique requests, and in order to satisfy as many as possible, products have
to be unique as well. This often calls for modified components which can not
be standardized across many product variants anymore. As such, individual
product components are also seeing an increase in variability.

Yet another factor is the introduction of new product types, such as hybrid,
battery powered, hydrogen fuel-cell, and autonomous trucks. Traditionally,
new production facilities would be built for new product types, but the cur-
rent demand volume of each individual type makes this option economically
infeasible. A mixed-model assembly approach has to be taken instead, which
means that various types of products are manufactured on the same assembly
line.
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1.2 Challenges

Beside these challenges, manufacturers face a myriad of other issues which
are more or less tied to the product itself. For example, in order to alleviate
the need to store large quantities of products which have to be available for the
customer any time, manufacturers aim towards more sustainable production
where products are manufactured only in the required quantities and only
when needed. The challenge here is the tight connection with the customers.

Yet, the bulk of manufacturing today is not ready to make a complete
transition towards intelligent and sustainable production. As many things in
life, the change in demand is not happening overnight. Companies do not only
face the challenge of how to keep up with the competition and deliver more
specialized products to the market, but also how to satisfy the current market’s
need for products it can produce on a mass scale using current traditional
methods.

Before we try to find answers to some of the questions that came up, let’s
summarize the main challenges here:

1. Variability: In order to satisfy a larger share of the market, companies
have to offer products which are specialized and customizable.

2. Speed: The market is moving and changing fast, and in order to keep
their customers happy, companies have to develop, produce and deliver
their products in time.

3. Cost: Variability and speed wouldn’t be a issue if there wasn’t a con-
straining factor such as cost. Not only do companies have to put custom
products on the market fast, but also at a price which can be met by a
big share of the market.

4. Society: Companies have to take care of the society they impact and
influence. This does not only involve workers, but also customers.

5. Sustainability: There shouldn’t be a need to manufacture and store large
quantities of products if production can be made more sustainable. This
means production on demand, and is considers producing only the items
which are demanded, at the right time and quantity.

6. Legacy: Until the market has changed in such a way where it is economi-
cally feasible to build new and streamlined production facilities, current
production has to keep on going side by side with new production meth-
ods.
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1.3 A traditional approach
A question that is often asked is why not use traditional production solutions,
where industrial robots, feeders, and conveyors pick and deliver the necessary
material to the autonomous platforms. After all, such solutions have been
working until now, so why should it be different this time?

There are two main reasons why traditional production solutions are not
suitable anymore: spatial and economic. The first reason is due to the neces-
sary space to implement such a solution and the safety issues that go along
with it. Traditional solutions which comprise of industrial robots, feeders,
and conveyors are very space demanding. The main reason for this is the
need for such equipment to be caged or protected, in order to assure that
serious injuries and death are avoided all the time.

The economic reason encompasses several other challenges such as flexibil-
ity, implementation, and maintenance. Namely, it is economically infeasible
to implement and maintain a traditional production solution which is flexible
enough to handle high variability and the constant need for updating and
maintaining the systems due to new changes. Flexible systems have to be
virtually free to reconfigure and update, both in terms of time and money.

In order to have truly flexible systems, control software has to be intelligent
enough to handle all sorts of changes in the system in real-time. However,
it is hard to advocate for such a drastic change since programming explicit
control code has a strong tradition in industry. As proven over the decades, it
looks like it is a sufficient and easy way of programming behavior for robust,
fully automatic, and topologically static automation solutions.

However, it is becoming very hard, or rather impossible, to implement the
required behavior of production systems which can fulfill modern requirements
using traditional automation solutions. Such production systems have to be
flexible, collaborative, and easily reprogrammable, and current automation
tools are just not applicable. It is time to look at another approach, which
might be the answer to some of these challenges.
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1.4 An intelligent approach

As it is already hinted at, we need solutions which can be easily moved around,
reconfigured and reprogrammed. More importantly, we need solutions which
are enabling operators instead of restricting them. So, what can we do?

We can start with looking at collaborative robots. Contrary to their in-
dustrial counterparts, collaborative robots are equipped with sophisticated
sensors and software which enable them to react to external forces in real
time. This feature has several benefits. It enables operators to safely work
in close proximity to collaborative robots, thus, caging and allocating a lot of
space for safety reasons is not needed anymore. Moreover, this feature enables
the operators to easily re-program and re-position the robots, keeping them
up and running without the need to stop production and call in specialized
robot programmers.

The next thing we should look at are vision systems. In order to move robots
around, reconfigure workstations, localize different parts, detect tags, and
keep track of operators, we have to use different kinds of cameras, structured
light scanners, light detection and ranging sensors, etc. For example, a set
of ordinary IP cameras above a workstation can report a rough estimate of
large items in the station such as crates, tables, or AGVs, using some sort of
a tag detection algorithm. Mounted at critical positions, or, for example, on
the face plates of robotic manipulators, structured light scanners can detect
and localize specific items in the workstation on a sub-millimeter precision
level. At last, dedicated camera and lidar systems can assure operator safety
in workstations by, for instance, reducing the velocities of nearby AGVs or
robotic manipulators.

Hardware is just one part of the solution, so the next thing we have to in-
vestigate are intelligent control frameworks, communication architectures, and
supporting software tools. As it will be discussed in this thesis, our view is that
programming explicit control code just won’t cut it for complex, flexible and
collaborative systems. The idea is to apply a model-based approach instead
[6], with accompanying tools such as automated planning, formal verification,
virtual preparation and commissioning, as well as testing. Additionally, we
have to ensure a robust and reconfigurable way for different decentralized
pieces of hardware and software to work together and communicate.

Another important thing that we have to look at is the compatibility with
legacy systems and other traditional automation solutions. Replacing old or

7
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incorporating new systems into the existing manufacturing process can be
quite challenging, as it is often the case that interfaces have to conform to
the standards of legacy systems and not the other way around. Other than
that, equipment with dedicated industrial controllers has to be accessed using
different kinds of communication interfaces.

Finally, intelligent production solutions need operators, and again, there
are several reasons for this. Tasks that are performed in a workstation can
differ a lot, for instance, some are very easy and repetitive and some are
executed once every so often and are complex or very tactile. Designing robotic
solutions which can always handle 100% of problems is futile, so tasks should
be distributed between robots and operators in such a way that an optimal
flow is achieved. This could mean that the robot executes 90% of repetitive
and injury prone tasks, while the operator executes a few tactile operations
which would be very hard for the robot to successfully perform. Moreover,
operators would aid the robots when necessary, for example with picking that
very last tricky item that got stuck in the corner of the box.

As briefly mentioned earlier, operators would have additional tasks such as
re-configuring and maintaining workstations. Because of the high flexibility of
intelligent solutions, workplaces now have the ability to change their topology
in order to optimize for a specific manufacturing scenario. For example, when
a different type of truck is to be assembled, the material facade for that type
can be moved manually to the robot so that it can pick the needed material
for that truck type. The ease of re-positioning robots and re-teaching poses,
allows the operators to handle and maintain the workstations in real time
without the need to halt production.

1.5 Research approach
The research during my studies is not driven by hypotheses, but a collective
vision and a multitude of industrial applications. You could look at this vision
as a set of research questions, even if they are really only being formulated
for the purpose of having research questions in this thesis. One could say
that this main vision makes this research approach inductive, even if it tends
to move around and change shape more often than we actually try to write
about it. That being said, I am not sure how many of such objectives have
we actually achieved and how many just faded into the abyss.
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1.6 Research questions
In order to shape and guide this thesis, let’s formulate several research ques-
tions. These questions will be addressed throughout the thesis, however, the
reader can expect a short and explicit summary at the end of the thesis.

RQ1 Why do we need intelligent automation systems?
Over the decades, traditional automation has proven itself as a robust
way to fully automate simple, static, predictable, and repetitive tasks.
However, tasks defined by new production challenges have to be collab-
orative and dynamic, which also often makes them unpredictable and
complex. Applying traditional solutions in order to automate such tasks
is becoming very hard, so we need to look for other methods. This is
where intelligent automation might be an answer to a part of the prob-
lem.

RQ2 What to consider when implementing architectures for intelligent au-
tomation systems?
The ease of implementation, performance, and even behavior of a system
is tightly coupled to the architecture it implements. Instead of ending up
with an ad-hoc architecture that might not fulfill the specified system
requirements, resource, control, and communication architectures, as
well as their integration, have to be investigated.

RQ3 How to support the development of intelligent automation systems with
tools such as virtual preparation, commissioning, and testing?
Intelligent automation might be the answer to some of the mentioned
production challenges. However, being a novel approach, it lacks sup-
porting tools and methods which mature and reliable technologies nowa-
days take for granted. Software for design, simulation, commissioning,
control and maintenance of intelligent automation systems either doesn’t
exist or it is in infant stage of development. For example, industry lead-
ing software tools for traditional automation systems like Process Simu-
late and Delmia include support for simulation and virtual commission-
ing [7]. However, neither of those solutions is applicable to intelligent
automation systems, nor does other software exist which can support
development, simulation and virtual commissioning of such systems.
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RQ4 What makes intelligent automation systems intelligent and how can we
make intelligent reasoning fast enough?

Intelligence has different aspects, ranging from learning, memory and
knowledge, all the way to planning, creativity and decision making. For
example, [8] defines intelligence as a very general mental capability that
involves the ability to reason, plan, solve problems, think abstractly,
comprehend complex ideas, learn quickly, as well as learn from experi-
ence. As described in [6], intelligent automation systems are adaptive,
flexible, deliberative, reactive and learning. However, in order to keep
the title intelligent, they have to adapt, react, and deliberate in due
time. If possible, they have to be able to do that in real-time.

1.7 Research journey
I was quite lucky to begin my research journey somewhere in March 2017,
when Per-Lage introduced me to one of his robotics projects within Volvo
and told me to implement a remote ROS master. I remember it like it was
yesterday because I just nodded while having no idea what he was talking
about. Thankfully, he understood that and gave me a book [9], which was my
first introduction to ROS and the world of robotics.

My tasks were to develop and implement different scenarios that would
demonstrate the possible utilization of collaborative robots and autonomous
transport robots in the industry. We called our joint effort the Collaborative
Robot Station Laboratory, or shortly, the CRS-lab. While implementing those
demos, I got to play around and learn about ROS, communication, computer
vision, linux and robotics. Eventually, when it was time to make everything
work together, the part where I got stuck was control. I spent so many hours
implementing behavior for these systems, and they never worked exactly as I
would like them to. There had to be something that I was missing.

It turned out that I was trying to explicitly implement all the possible
behavior using "if-then-else" programming. Looking back at it now, it was a
miracle that anything even moved.

Luckily, I got introduced to Patrik’s thesis [10], where he had a very nice
example about extended finite automata called the advanced stick picking
game. It is a game for two players, where each of them pick sticks in alternating
order with some extra rules. The loser is the player to pick the last stick.
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Before I have read the thesis, I have known about state machines, but there
was something new for me in this example. I was introduced to uncontrollable
events and automata synchronization.

When I finally got my hands on Supremica [11], I realized that I could
model all the components of my system separately and then just synchronize
them to get a big transition table which contained all the behavior that I
failed to explicitly program. I wrote a simple runner that goes through these
transitions and suddenly things were much easier to implement and something
finally actually worked! As a tribute, I eventually implemented a version of
the stick picking game for a human operator and a collaborative robot.

After a while, we realized that there is a lot of potential for using ROS
in the industry, so I joined the Unification project [12]. The goal of this
project was to investigate the possibility to transform an existing manual
engine assembly station into a collaborative workstation. This project is part
of Volvo’s global effort to develop factories of the future that can handle the
challenges of modern production requirements [13]. Some of the main traits
this station should have is resource flexibility and adaptability, which means
that operators and humans should be able to execute the same tasks, even
using the same tools. Moreover, it should be easy for the operators and robots
to either work alone, or side by side. During this project, we learned that in
order to achieve the desired flexibility, vision, safety, and keeping track of
where things are in the world is crucial.

In October 2018, I got quite lucky to be able to continue my research journey
at Chalmers, at the Automation research group. As an extra layer of luck, I
got assigned the same project that I had when leaving Volvo, Unification. It
meant that I could continue building on top the things I have already worked
with, with people I have already worked with, Kristofer and Martin. Together,
we worked on Sequence Planner and its accompanying tools, and by the time
Unification ended in October of 2020, we have managed to publish several
papers about communication, control, and virtual commissioning.

During the same period, I was part of another project together with Martin
and Petter, called Unicorn [14]. This project envisioned automatic refuse
collection and sorting systems, utilizing a fleet of small autonomous robots
that continuously collect refuse from smart household refuse bins. This refuse
would then be transported to a large centralized sorting station which in turn
is emptied on demand by a truck of the correct type. A part of our job was
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to investigate and develop a coordination and scheduling control system for
this robot fleet.

Unfortunately, when the time came to implement a demonstration using the
actual robots in the neighbourhoods, Covid-19 put a hard halt on everything.
Nevertheless, we continued to build a simulation environment where we would
test if Sequence Planner could be used to control a fleet for up to 6 robots. It
turned out that it could. This project helped us publish a few papers about
planning and control. We have also learned that coordinating a fleet of robots
is far from trivial, even with help from state of the art tools like [15].

In 2021, the last project I was part of was Robot-in-the-air, or shortly Rita.
It is the use-case that I am using as an example in this thesis, so I won’t write
too much here. In essence, it is one of the first steps towards a completely
reconfigured material handling approach, which is also a part of Volvo’s vision
of factories of the future.

1.8 Contributions
This compilation thesis summarizes and builds upon work from several papers.
The main topics of this thesis are architectures, planning performance, and
preparation and commissioning of intelligent automation systems. Every topic
is addressed by paper or two, which are appended at the end of the thesis.

Paper A starts the discussion about architectures and the fundamental dif-
ferences between centralized and distributed state. It also contains some in-
formation about supporting tools for preparation and virtual commissioning
which we learned while working with the Unification project. Chapter 3 dives
deeper into the problem of architectures in intelligent automation systems and
provides a spectrum of implementation possibilities when developing architec-
tures of such systems. As such, these contributions aim to address RQ2.

Paper B investigates the possibility to utilize virtual commissioning when
developing intelligent automation systems, in order to ease engineering work
and shorten the actual commissioning time. Chapter 4 builds upon that idea
and describes in detail an actual procedure of how to perform virtual com-
missioning of a real intelligent automation system. Virtual preparation and
commissioning is a big part of developing intelligent automation systems and
working on these tasks will help answer RQ3.

Paper C investigates which algorithms increase planning performance, as
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it evaluates and compares several high level planning methods on a set of
standard benchmarks. It focuses on planning as satisfiability as the lead-
ing approach for solving difficult planning problems. Paper D addresses the
performance challenge by presenting a compositional approach based on ab-
straction refinement that iteratively generates, solves and composes partial
solutions from a parameterized planning problem. It shows that this ap-
proach decomposes the monolithic planning problem and thus significantly
speeds up plan calculation, at least for a class of tested planning problems.
These attempts address RQ4.

1.9 Outline
This thesis has two parts organized in the following way. Part I presents an
overview of the work done, while Part II contains the appended papers. Part I
has eight chapters. Chapter 1 introduces the challenges of modern production
and proposes a new way of addressing them, namely intelligent automation
systems. Chapter 2 presents an industrial use-case, as well as some tools and
prerequisites that are going to be used throughout the thesis. Chapter 3 inves-
tigates resource, communication, and control architectures, while Chapter 4
presents a framework for virtual preparation and commissioning of intelligent
automation systems. Chapter 5 summarizes investigations made on planning
as satisfiability, as well as a compositional planning approach. Chapter 6 con-
cludes the thesis and presents ideas for future work. In Chapter 7, additional
discussions about modern automation are appended. Chapter 8 summarizes
the appended papers.
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CHAPTER 2

An industrial use-case

Material handling is a crucial process of logistics and manufacturing which
occurs at the shop floors, warehousing, distribution, and disposal. It concerns
the short-distance movement of material inside the manufacturing facilities
such as transportation from storage to the assembly line, and it can involve
other things such as material protection and storage [16].

At Volvo Trucks, material transportation to the assembly line is currently
done in two stages. Firstly, the material is gathered from storage and brought
to re-stock the material facades, which are accessed by operators in pre-
assembly and kitting stations. When a pick order arrives, pick-to-light sys-
tems enable operators to quickly gather the ordered material and place it on
a trolley which is later delivered to assembly stations nearby.

The increased material handling complexity introduces several problems,
two of which are mentioned here. The first problem is that, since there is so
much more material variability, there is also much more material that has to
be stored, transported and picked. Introducing new variants of components
to be picked along existing material will soon make the kitting stations run
out of space. The second problem is that, since there is such a big increase
in material handling complexity, operators will have a hard time keeping the
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process fast, safe and error free.
Material handling can thus be recognized as one of the main bottlenecks for

a mixed-model assembly approach. An option that Volvo Trucks is consider-
ing is to completely reconfigure the way that material handling is currently
executed. Namely, the idea is to disconnect the material handling from the
assembly area and move it to another place dedicated completely to such op-
erations. At this place, operators and collaborative robots would carry out
order picking, kitting, and pre-assembly. The prepared material would then
be transported through the facility by autonomous platforms and delivered to
the right assembly station, just in time.

2.1 Collaborative kitting
This work focuses on a kitting use-case, being such a crucial part of material
handling. Kitting is the process of collecting required material into a single kit
which is then transported to wherever it is needed. It is currently performed
by operators, utilizing a pick-to-light system. When the order arrives to the
station, the operators have several minutes to assemble a kit onto a trolley
based on the order, after which the trolley is moved out of the kitting station.

As an initial step towards a redesigned material handling approach, our
job was to investigate how a kitting station could be upgraded to support the
operators with picking the ordered material. In order to be flexible, save space,
and allow operators to move around safely, we chose to put a collaborative
robot on a tall gantry and named the solution Robot-in-the-air, or shortly,
Rita.

The nice thing about this solution is that the gantry provides a 7th degree
of freedom to the robotic manipulator, increasing its workspace to cover the
whole material facade. Another great detail is that the gantry is mounted on
wheels, allowing the operators to move it around in the station and in-between
stations if necessary. Moreover, the solution allows the material facade to be
pushed below the gantry, which means that the solution does not occupy
additional area in the station.

The material facade, as it can be seen on the left side if Figure 2.1, is holding
a number of blue bins in which material is stored. For a specific assembly
scenario, the material that has to be picked from those bins is defined in a
picking order. In order to pick different types of items from the material
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Figure 2.1: Robot-in-the-air material kitting solution.

facade, the robot can choose a picking tool that is best suited for that item.
The tools are always accessible to the robot as they are mounted on a rack
which travels together with the base of the robot on the gantry. The swift
tool change is enabled by pneumatic rsp connectors.

Together with the picking tools, a battery powered structured light scanner
is mounted on the tool rack. While mounted, it is constantly charging so that
it can be ready for operation when mounted by the robot. The scanner is
then used to scan and detect items that are to be picked from the blue bins.

The Rita solution is required to prepare a kit in time, based on the received
order. If the robot is unable to pick every item in the order list, an operator
should finish the kit utilizing the pick-to-light system. The kit is assembled
on an autonomous platform which brings the kit to its designated assembly
station at the right time. In order to implement this solution, we developed a
preparation, commissioning and control infrastructure based on ROS and its
accompanying tools.
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2.2 A framework based on ROS
During the past decade, various platforms have emerged as middle-ware solu-
tions trying to provide a robotics common ground for integration and commu-
nication. This effort was fuelled mainly by the reason that a lot of time was
spent on re-implementing the software infrastructure required to build com-
plex robotics algorithms. Organizations would spend the bulk of their time
dedicated for a project in re-writing drivers for sensors and actuators, and re-
inventing different infrastructures to enable communication between different
resources and programs. In the end, too little time was left to implement the
actual intelligent robotics programs based on this developed tooling. Even
inside the same organization, the re-invention of drivers and communication
systems was re-implemented for each new project.

This is where Robot Operating System (ROS) [9] emerged to put a stop to
the need to constantly re-invent the wheel. With its large and enthusiastic
community, ROS enables all users to leverage the power of a shared library
of tools, algorithms and simulation packages. Moreover, ROS nowadays inte-
grates the scalable, robust and well-proven Data Distribution Service (DDS)
as its communications layer, enabling ROS to be used in industrial and mission
critical scenarios.

Systems based on ROS rely on a set of nodes which communicate between
themselves in order to achieve a desired collective behavior. Segmenting code
into nodes which execute different specific tasks, enables users to maintain
a good structure, as well as to distribute code on different machines. For
example, if a specific piece of software has to run on a dedicated machine,
wrapping it in a ROS node will enable this software to be integrated into the
network and used in conjunction with other software and ROS based tools
like tf [17], moveit[18] and rviz.

TF
In the Rita use-case, we heavily utilize tf in order to define and prepare sce-
narios, keep track of where things are in the world, and calculate relationships
between those things. In a nutshell, it is a ROS package that lets the user
keep track of multiple coordinate frames over time. It does so by maintaining
relationships between coordinate frames in a tree structure buffered in time,
and lets the user manipulate transforms between any two coordinate frames
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at any desired point in time.
Usually, a global tf tree is keeping track of all things in a scenario, however,

in some cases it could be beneficial to have multiple trees to keep track of
frames in certain subsystems. In our use-case, a global tf tree maintains
frames and relationships which can be directly measured, as well as those
which can only be estimated.

2.3 Control
An intelligent automation system has resources. In order to achieve a desired
state in the system, an overall control scheme has to choose the correct state for
those resources. At the same time, the control system should react to external
inputs like state changes or events from machines, operators, and sensors.
Developing such systems can quickly become difficult due to all unforeseen
situations one may end up in. Manual programming becomes too complex,
and executing control sequences calculated off-line becomes very difficult to
recover from when something goes wrong.

Several frameworks in the ROS community are helping users with compos-
ing and executing robot tasks (or algorithms). For example, frameworks like
ROSPlan [19] use PDDL-based models for automated task planning and dis-
patching. There is also SkiROS [20] that simplifies planning with the use of
a skill-based ontology. Moreover there are frameworks like eTaSL/eTC [21],
which defines a constraint-based task specification language for both discrete
and continuous control tasks, or CoSTAR [22] that uses Behavior Trees for
defining the tasks. However, these frameworks are mainly focused on robotics
rather than automation.

Based on what we learned and experienced, we have employed a combination
of on-line automated planning and formal verification, in order to ease both
modeling and control. Formal verification can help us create a correct model,
while automated planning lets us avoid hard-coded sequences and “if-then-
else” programming, while allowing us to be resource-agnostic on a higher level.
We end up with a control scheme that continuously deliberates the best states
to distribute to the devices. This is implemented in our research software
Sequence Planner (SP), which is a tool for modeling, control, and analyzing
of automation systems. A detailed explanation of the newest edition of SP, as
well as control in intelligent automation systems can be found in [6].
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2.4 Planning
The deliberative core of intelligent automation systems is a planner. Au-
tomated planning is a deliberative decision making process which yields se-
quences of actions that drive state change towards a goal [23]. It is a powerful
tool in intelligent automation systems, as using planning in conjunction with
acting, the control system is able to automatically adapt and re-plan based
on the current state, virtually embedding the ability to restart.

Figure 2.2: For example, given the current state of the system S5, the planner
calculates a sequence of actions T1..7 that have to be executed in order
for the system to reach the goal state S9.

A control system based on automated planning is goal oriented, meaning
that after deciding a goal, it will calculate the necessary sequence of actions
based on a model in order to reach that goal, Figure 2.2.

Example
Let’s look at a well known PDDL [24] benchmark example, Blocksworld, as it
is one of the most famous planning domains in artificial intelligence. Imagine
a set of blocks sitting on a table. The goal is to build one or more vertical
stacks of blocks. For each block in a specific problem, there are four actions
that can be perofrmed: pick, place, stack, and unstack. The catch is that
only one block may be moved at a time, and it may either be placed on the
table or stacked atop another block. Because of this, any blocks that are, at a
given time, under another block cannot be moved [25]. Such constraints can
be defined as action guards, or as high-level specifications (invariants).

Based on an initial state and a goal state of a Blocksworld problem, as shown
on the left and the right side of Figure 2.3 respectively, a planner can calculate
the following plan: pick_d, place_d, pick_b, stack_b, pick_a, stack_a.
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Figure 2.3: The Blocksworld example.

2.5 A possible run
When a pick order arrives, SP makes a goal from it saying that the items
from the pick order should be on the autonomous platform. Next, a plan is
calculated based on the current state of the system and this goal state. If
nothing goes wrong, SP will execute the actions from this plan and finally
reach the goal state. However, if something does go wrong, for example, a
failed pick, SP will call the planner again in order to try to find a new plan
that will take the system to the goal state from there.

If the robot has an attached tool, it has to move to the tool rack and leave it
in order to attach the structured light scanner. After taking the scanner, the
robot moves to above the blue bins in order to scan them for items. This time,
the gantry has moved the base of the robot so that the box can be reached by
the robot. The gantry mounts the robot and the tool rack, and is controlled
by a PLC. In order to set reference positions, initiate movement, and read the
current state of the gantry system, the PLC is connected to the ROS world
using a ROS-OPCUA bridge [26].

After the scanning is done, localization, scene population and visualization
of items is performed. The robot now goes up again to leave the scanner and
to pick up the correct tool for one of the detected items. Around this time,
SP calls in an autonomous platform so that it can eventually place the picked
items on it. When an item is picked and the platform arrives, the robot places
it after which it goes to change tool again in order to pick the second item.
After both items were picked and placed, the platform goes out of the kitting
station to the platform buffer. However, how does SP know about the state of
the resources of the system, and how is data communicated in such a system?
Let us study that in the next chapter.
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CHAPTER 3

Investigating architectures

The performance of a system is tightly coupled to the control and communi-
cation architecture it implements. With implementation, we mean the type
of control and communication architecture implemented within one resource
and between several resources of an intelligent automation system. As it is de-
scribed in [27], the development of robotics architectures is as old as the field
of robotics itself. This applies for all control systems. So, in order to discuss
different architectures and their applicability in different scenarios, let’s try
to identify and classify them first. We will first classify resource types based
on their abilities and intelligence, and afterwards control and communication
architectures based on degree of distribution and topology.

3.1 Resources
Resources are physical and digital assets which contribute to increased func-
tionality of a system. They are represented by their corresponding models
which group their local state and discrete descriptions of tasks they can per-
form [28].
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We identify four different types of resources in intelligent automation sys-
tems:

1. Stateless (projection type)

2. Stateful (procedural type)

3. Intelligent (deliberative type)

4. Operator (expert type)

A resource is modeled with three types of variables, command, measured and
estimated, where a variable is a named unit of data that can be assigned a value
from its finite domain of values. Their valuation represents the command,
measured and estimated state of a resource. The command and measured
variables are also used to establish two way communication with a resource,
while the estimated, or memory variables, keep track of state that can not
be directly measured. Formal definitions of states, variables, and resources in
intelligent automation systems can be found in [6].

Stateless resources

Stateless resources are simple devices and algorithms which don’t own their
own internal state. As such, they are not capable of atomically changing
their state on their own, as it solely depends on external input. In other
words, every atomic discrete state change of the resource has to be initiated
by someone. Some examples of such resources are light indicators and simple
grippers, however, more complex machines can also be controlled as stateless
resources, for example robotic manipulators.

Models of stateless resources are usually a one-to-one representation of their
capabilities, which means that the controller owns the complete and fine-
grained state space of the resource and can thus have a pretty good idea of
its actual state. Thus, the state of a stateless resource is a projection of the
current command state of its controller. The concept of stateless resources is
crucial for flexibility in automation systems, as the state can remain centralized
in the controller itself, giving it complete control over the resource.
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Example

Let’s consider how it would be to control a robotic manipulator as a stateless
resource. For this simple example, the robot can move between three poses,
a, b, and home, so modeling the possible behavior for this robot yields 6
possible transitions: a_to_b, b_to_a, a_to_home, home_to_a, home_to_b,
and b_to_home. Additionally, we can restrict the movement of the robot with
certain high level specifications, saying that moving directly between poses a
and b is forbidden, and as such, it always has to happen through the home
pose. With this, we have removed the transitions a_to_b and b_to_a from
the model, and we are left with 4 transitions, as indicated at the top of Figure
3.1 with AH, HA,BH, and HB.

The controller of this stateless resource owns the complete and fine-grained
model, so it can initiate any possible atomic discrete state change of the
resource. In Figure 3.1, the current state of the robot is in position a, and in
order to fulfill a goal, which is for the robot to be in position b, a plan of two
steps is calculated that will take the robot from a to home, and then from
home to b. In order to do this, the controller has to be aware of all the possible
states that the resource can be in, in order to initiate the correct actions in
the correct state.

Figure 3.1: An example of how a stateless resource can be controlled.
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Imagine now that the robot has encountered some kind of an unexpected
error while moving between home and b, for instance a collision induced pro-
tective stop. Having access to such a fine-grained state space of the resource
means that the controller, or operator, can choose how the error recovery
should be performed. It is possible to put the robot in a safe state, which in
this case can mean either home, b, or in some scenarios maybe even a.

Stateful resources
Not all resources can be controlled as stateless resources. Some resources
require tight coupling with a real-time controller, or rather, they can only be
controlled through a dedicated one. More often than not, this means explicit
programming of control sequences, or procedures, which are initiated by an
external controller. Once a procedure is initiated, a resource is able to move
between its atomic discrete states independently, executing the actions of the
procedure. As such, a part of the model is hidden from the high-level controller
in the resource itself, and we refer to this as decentralized state.

Once a procedure is initiated, it can either successfully complete after some
time, it can fail, or it can be aborted. Failing or aborting a procedure usu-
ally means a need to re-initiate the procedure from a safe state. Examples of
stateful resources range from CNC machines, lathes, drills, 3D printers and
robotic manipulators, to different kinds of detection, localization and naviga-
tion algorithms.

Example

Let’s consider how it would be to control the same robotic manipulator as a
stateful resource. When preparing and modeling the system, we might already
know some information about how the robot movements can be performed.
Instead of modeling the complete behavior and then restricting certain parts
of it, like we did in the example for the stateless resource, we can choose to
explicitly define two procedures that define the only possible way to move the
robot, namely between a and b through home, and between b and a through
home.

The controller now doesn’t own the complete model, as it can only initiate
high-level actions between a and b, i.e. it can not initiate all possible atomic
discrete state change of the resource. In Figure 3.2, the current state of the
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robot is in position a, and in order to fulfill a goal, which is for the robot to
be in position b, a single step plan is calculated that should initiate the AB
procedure to take the robot from a to b, while the procedure is doing all the
necessary hidden steps.

Figure 3.2: An example of how a stateful resource can be controlled.

Let’s imagine again that the robot has entered the protective stop mode due
to an unexpected collision between home and b. To recover from an error this
time, the controller, or operator, can only choose between a or b for the safe
state to put the robot in. If for some reason the movement between home
and b has to be performed, the only option is to put the robot in a and re-
initiate the procedure AB from the beginning. As such, there is a fundamental
contrast in flexibility between stateless and stateful resources.
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Example: Supporting handlers to manage state

In some cases though, there is good cause to move a part of the state out of the
model, i.e. to decentralize the state, but not into the resources. For example,
if there is a certain task that can be executed only within a strictly defined
sequence, moving this behavior out of the model and into a handler node can
help simplify preparation and modeling, simplify the resources, reduce the size
of the model, and thus the strain on the planning and execution engines.

In the Rita use-case for example, there are several handlers that take care of
behavior like changing tools, localizing items, and generating and executing
robot control code. Let’s look at these three examples, which are a good
match to be handled outside of the model.

1. Localizing items: In order to localize items in the scene, several things
have to happen. First, the scanner has to capture an image of the items,
after which the localization algorithm has to identify those items and
respond with some data. Such data has to be interpreted, manipulated
and filtered so that only the best pickable items remain, after which the
items have to be put into the scene by populating the tf. In the end, the
detected and localized items have to be visualized. If any of these steps
were to fail, the localize_items handler would respond with false.

2. Robot code generation and execution: Generating and executing robot
control code also has a number of steps that have to happen in order.
After, for example, a move command request has arrived, this handler
node has to lookup several transforms from the tf, in order to know
where is the goal_frame located in the robots base link, as well as where
the tcp_frame is located in the robots face_plate. Using these frames,
the robot is able to calculate an inverse kinematics solution in order to
move to the goal frame with the required tcp frame. After generating
this robot control code, it is sent to the driver so that it can be forwarded
to the robot. This handler responds with true only if all of these steps
were executed successfully and the robot motion was completed.

3. Tool changing: Since attaching and detaching different tools can only
happen in one way, a handler node is made to execute such changing
sequences. Tool changing sequences can be a bit long and hide a lot of
details, however, we still chose to decentralize such behavior. After all,
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if attaching a tool happened to fail, maybe the issue is of a mechanical
nature. In this example, it can be observed that the tool changing
handler node is a higher level handler which makes several calls to the
robot code generation and execution handler.

There is no other possible sequence of actions that can perform these pro-
cedures, so we have to ask ourselves what are the trade-offs between having
a possibility for fine-grained control of such a sequence, and having a simple
procedure that can execute that sequence for us, while hiding a lot of the
details. What we learned from Rita, is that it is OK to sometimes distribute
state to handler nodes, if the tasks that they have to perform are strictly
linear, meaning that there exists one way to execute the sequence, and in the
case where it fails for some reason, it is reasonable to re-initiated it from the
beginning. Another thing that we learned from Rita, is that there is no single
way to solve all problems.

Intelligent resources
In some cases, it is appropriate to empower machines with deliberative abili-
ties. It is easy to see the need for intelligence and autonomy in robots which
are mission driven, for example autonomous drones, ships, submarines, and
rovers. Quite often, mission driven robots have limited communication with
their mission control base, which means that they can’t rely on regular com-
mand updates. This demands a level of autonomy which can ensure that a
robot can constantly sense an unknown environment, deliberate, and indepen-
dently execute actions in order to fulfill a mission.

In an industrial setup, the environment can be much better observed and the
communication can be made very reliable. However, that does not mean that
there is no need for intelligent resources. For example, an intelligent resource
is an autonomous transport robot (ATR) which delivers necessary assembly
material to different stations. Given a schedule for the day, an ATR constantly
deliberates in order to meet the deadlines imposed by the schedule, keep its
battery charged and healthy, and plan its paths in order to avoid obstacles
and save energy. Thus, an ATR’s deliberative ability is probably not high
compared to a rover on Mars, but it exists nonetheless.

As it was discussed, giving the resource a part of its model can sometimes
help, particularly if the tasks it has to perform are easily restarable and strictly
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Figure 3.3: Overview of how a intelligent resource is controlled.

linear. However, the benefits of decentralizing state drop significantly as the
tasks become more complex. Here are some of the reasons why we think that
this is the case:

1. More complex tasks can often be executed in more than one way, and as
such, programming procedures which execute them can be really hard
and error prone.

2. Programming procedures for complex tasks goes back to traditional au-
tomation, as it removes all the flexibility that was a goal to be achieved
in the first place.

3. Proper handshaking and state synchronization becomes extremely hard
to achieve with the high-level controller, as complex tasks imply a lot of
hidden state in the resource controllers.
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4. Error recovery becomes extremely hard to achieve, as syncing the re-
sources and controllers after an error to a state where an action can be
triggered can be quite tedious.

An attempt to mitigate these drawbacks is not only to decentralize state,
but intelligence as well. If resources can be equipped with intelligence, i.e.
planning, execution, observation, and communication abilities, then having
access to their state space could be a solution to decentralizing state, as well
as reasoning and executing complex behavior. However, this doesn’t solve all
of the mentioned problems, as state that is decentralized is still hidden within
resources. As a matter of fact, the multi-agent system community is trying to
tackle this problem for quite some time now [29].

Multi-agent systems

In general, an agent is any entity that is capable of interacting with its envi-
ronment. This interaction comes in the form of actions that can be motions,
force exertions, perceptions, communications, etc. [23]. In multi-agent sys-
tems, resource and product agents are considered to be the main components.
Additionally, these agents can have use-case specific specializations [30]. As
there is a lot of different types of agents [31], other use-case specific agent types
can also be included, hence a multi-agent system is not generally restricted to
resource and product agents.

Agents in a distributed architecture are supposed to own internal state that
is keeping track of the current process at hand. For example, product agents
are supposed to keep track of the current state of the product they are bound
to, and inform the other agents with which operations have to be performed
on it in order to reach the goal state of the product agent.

Ideally, the actual state of the product should be known by the product
agent by doing constant measurements. However, this is usually not the case,
since in some cases it is inefficient to do so, and in some cases even impossible.
Because of this, product agents have to estimate the current state of the actual
product by updating their internal state based on the operations performed by
the resource agents. This makes handshaking between product and resource
agents a bit tricky, as resource agents also own internal and estimated state
in order to keep track of performed operations.

Having estimated state is usually quite helpful and sometimes unavoidable,
however keeping track of the same estimated state in different places can cause
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a lot of synchronization issues. In order to keep the state between product
and resource agents synchronized, multi-agent systems usually either depend
on real-time communication, or on some sort of watchdog agents [32] which
purpose is to keep track of states of other agents and trigger specific actions
if the agents get out of sync.

Isolation

An agent performing actions deliberately is motivated by some intended ob-
jective. As agents may have only a partial model of their environment, this
objective is usually formed by interacting with other agents [33]. This interac-
tion between agents exhibits emergent behavior that characterizes multi-agent
systems.

While admiring the core idea of multi-agent systems, our view is that such
behavior is extremely hard to achieve and control. Instead, we see intelligent
resources as components of automation systems that can perform virtually
isolated tasks. Looking at autonomous platforms, submarines, drones, and
rovers, it is not hard to see that such intelligent resources with high deliber-
ative skills don’t have to constantly interact with other resources in order to
achieve a coordinated collective task. If a collective task were to be achieved,
it would probably be easier to employ a high-level coordinator, or some kind
of a hierarchical control structure.

Example

In the Rita use-case, we did not employ any intelligent resources as they are
defined here. However, one job seems suitable and might be a good test
case for future experimentation, namely discrete robot motion planning and
execution.

As there is a lot of frames defined in the scenario, there is also many ways
a robot can move between them. For a number of frames in the scenario
n = 60, and the number of tcp’s the robot can move with m = 7, the number
of possible motions is:

n(n − 1)
2 m = 12390
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Of course, not all movement should be enabled in order to avoid collision, so
the real number of allowed moves is smaller. Nevertheless, all the positions,
via points, parameters, and constraints for moving the robot are currently
part of the monolithic model for this scenario, which takes up a big chunk of
it. Moreover, if there were many other frames, which is not hard to imagine, it
would be harder and more time consuming to take care of all robot movement
specific behavior in a monolithic model.

Instead, it could be viable to implement an intelligent robot motion planning
and execution resource, which owns the robot movement model, receives goals
from the high level controller, calculates correct motion plans, and executes
them. As seen on Figure 3.3, the model is owned by the resource, and when it
receives a goal, namely to move to position B, the resource plans and executes
a correct motion.

Operators as resources
Human operators have expert knowledge about the system and the process
at hand. As such, they can perform necessary operations as instructed or
self-initiated, both quickly and efficiently. Operators can recover the system
from faults, adapt their pace to reach a deadline, and move between different
stations to balance out the workload.

In intelligent automation systems, there has to be a way to exchange data
with operators. Operators can exhibit properties of all previously defined
resource types, and as such, it is the data exchange agreement between the
control system and the operators that defines the role of the operator in an
intelligent automation system.

Example

In the Rita use-case, the robot is picking requested items from an order and
placing them on the moving platform. If, for some reason, the robot is unable
to pick some of the items from the order, a pick-to-light system informs oper-
ators that such items have to be picked manually. It is a two way method of
communication, as the lights inform the operator which items to pick, after
which the operator informs the system that the item was picked by press-
ing the lit button. In this scenario, the operator and the system agreed to
exchange data for picking every individual item, and as such, the operator
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exhibits properties of a stateless resource.
In some cases, some pre-assembly has to be performed by the operator using

the picked items. If the station is properly equipped, the assembly command
together with the assembly instructions can be shown on one of the screens
in the station. After the pre-assembly has been finished, the operator has to
inform the system somehow. This kind of agreement with the system makes
the operator resemble stateful resource properties.

As the operators possess expert knowledge of the system, they should be
able to perform necessary tasks with or without instruction. Keeping track of
the station’s health, moving the material facade, loading full and unloading
empty boxes and crates, recovering from errors, etc., shows the true power of
intelligent automation systems that include operators.

For example, in the Rita use-case, adding a scanning frame for a new item
type can be performed by operators. Instead of stopping production for a
long time during which specialized robot programmers have to be called in to
program a new pose, an operator that is acquainted with the system should
be able to do the same thing, online. Changing the system to teaching mode
gives the operator permission to manually guide the robot to a desired pose.
As the robot is equipped with force sensors, it conforms to the guidance forces
exerted by the operator. Moreover, the operator can always know what the
robot sees, by streaming the first person view of the scanner mounted on the
robot to a screen in the station.

Safety

Operators and machines can interact in several different ways inside an intel-
ligent automation system [34]. Probably the most challenging way of inter-
action is collaborative, where humans and robots directly interact in order to
complete a common complex task. As shown on Figure 3.4, a dedicated 3D
safety system can be used to keep track of the proximity between the robots
and humans. In order to keep interactions safe, such proximity data can be
used to employ some of several collaborative operation modes that have been
defined over the years [35]. However, it seems like such modes, at least in
pure form, are too restricting in order to achieve truly flexible and efficient
human-robot collaboration.

Since operators have expert knowledge about the system, the nature of
movements and operations performed by the robots are well known. As such,
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Figure 3.4: Example of a dedicated operator tracking system.

it might be possible to employ a new type of deliberative agreement [36], where
the operators behave within the agreed limits of deliberative collaboration in
order to ensure safety.

3.2 Communication
We distinguish two kinds of communication models in intelligent automation
systems. Choosing one or the other depends on the type of the resource that
is communicating, the type of data that is communicated, and the type of
task the resource has to execute. We identify these kinds as:

1. Event based communication

2. State based communication

Event based
In an event based communication model, two nodes are exchanging data in
an irregular time pattern. When something has to happen, data is sent over
the network by a node in a form of an event, which triggers certain action in
another node that is receiving that event. This means that event identifiers
have to be mapped to certain actions in the receiving node. If the event
receiving resource is stateless, it will execute atomic discrete actions mapped
to event identifiers. On the other hand, if the event receiving node is stateful,
it will execute certain procedures mapped to event identifiers, which might
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not be atomic. In intelligent resources, event identifiers could be mapped to
certain goals that the receiving node should try to reach.

Example

In the Rita use-case, an event is sent to the robot controller node in order
to trigger a robot motion. Events can easily be parameterized to carry more
data and provide additional value. A parameterized event is represented by
a message type on the left side, while a message instance can be seen on the
right side:

string command move_j
float64 acc 0.3
float64 vel 0.5
bool use_execution_time false
float32 execution_time 0.0
bool use_blend_radius false
float32 blend_radius 0.0
bool use_joint_positions false
JointPositions joint_positions default
bool use_preferred_joint_config false
JointPositions preferred_joint_config default
bool use_payload true
float32 payload 1.375
string goal_feature_name above_box_3
string tcp_name svt_tcp
int32 tf_lookup_deadline 3000

After the robot controller node has performed all the necessary actions, it
can respond with an event to the first node telling it that the actions were
completed successfully, or that they have maybe failed:

bool success true

As it is probably hinted at, an event based communication model is suitable
for communicating commands with stateful and intelligent resources. As these
nodes already own state, using events as triggers for their internal state change
seems like a natural choice.

36



3.2 Communication

State based
In a state based communication model, two nodes can exchange data either
in a regular or irregular time pattern. If the pattern is regular, it can be
looked at as data streaming. The data sent between nodes is now not in a
form of an event, but state, which can directly be written to the state of
the receiving node. This communication model is useful for sending state
based commands to stateless nodes, as well as streaming certain state, for
example joint_state of a robot. Moreover, stateful and intelligent resources
can use this communication model to stream information about their internal
state, for example data about some readings, or about the current step of the
procedure the node is executing.

Implementation
In ROS based intelligent automation systems, as defined in this thesis, event
and state based communication models can be implemented using the follow-
ing tools:

1. Topics are data channels on which information is streamed. Nodes can
publish data to topics at a certain rate, while other nodes can subscribe
to them so that they can receive data. Publishing is useful for sending
command state to stateless nodes, streaming local state or streaming
data from sensors and cameras.

2. Services are procedures that can be initiated by clients using a request -
reply type of interaction. A server offers a service which it can execute
on a service topic, so that a client can send requests on that topic to the
server. We learned that services are useful for event based communica-
tion where the actual tasks take very little time to execute, or where it
is certain that the server can execute the tasks.

3. Actions are also procedures that can be initiated by clients using a re-
quest - reply type of interaction. In contrast to regular services, action
clients are not blocked while awaiting a response. Moreover, an action
server can simultaneously publish the execution state of the action, and
it allows the action to be aborted or paused. Actions are suitable for
event based communication where the actual tasks take a long time to
execute, or where it is not certain that the server can execute the tasks.

37



Chapter 3 Investigating architectures

3.3 Control
Control architectures define the coupling and interaction of controllers and
the system that is controlled. The two main classes of control architectures
that are well known are centralized and decentralized control systems [37].

Based on the types, location, amount, and behavior of processes that should
be controlled in a system, engineers can choose to either implement centralized
or distributed control. There are pros and cons in both types of implementa-
tion. For example, large scale distributed control systems should be relatively
easier to maintain and update from large scale centralized control systems.
On the other hand, it is sometimes impractical or inefficient to decentralize
control, especially when controlled processes are tightly integrated [38].

There is more than one way to decentralize control based on the data that
is communicated between the controllers, and the existence of hierarchies or
higher level supervisors [37]. As such, we identify the following control archi-
tectures in intelligent automation systems:

1. Centralized

2. Distributed

3. Hierarchical

Centralized
Centralized control architectures imply a single point of control, i.e. a single
controller, where the sensors and actuators can be distributed in the field.
Such control system architectures are suitable for controlling smaller systems,
or systems where the complete control logic has to be run from one machine.
In mission critical systems, a redundant controller should be able to execute
the same control behavior in case of a fault in the main controller.

The benefits of centralized control architectures are the direct interaction
between controllers and resources, a relatively simpler communication infras-
tructure, and ease of implementation. The drawbacks include the difficulty to
scale, and without considering redundancy, a single point of failure. Thank-
fully, tools like docker and kubernetes can be utilized to automatically deploy
containerized controller and resource nodes for better scalability, or to recover
after a fault in a cloud-like setup.
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Distributed

Distributed control architectures consider two or more distributed and au-
tonomous controllers without any hierarchies or higher level supervisory con-
trol. This architecture enables distribution of controllers in the field, which
in turn enables a tighter coupling with their corresponding field sensors and
actuators. As a rule of thumb, the more physically dispersed resources are,
and the more operationally independent of each other their processes are, the
more sense it makes to distribute control [38].

The control agreement and the data that is sent between controllers in a
distributed setup can produce different kinds of behavior. An example could
be sending parameters between two controllers on an assembly line, where the
former updates the parameters of the latter based on the current product that
is manufactured. Even if there is communication between these controllers,
there is no hierarchy between them as they execute control code independently.
Advantages of distributed control architectures are modularity, scalability,
and easier maintenance, while disadvantages include relatively more complex
communication, as well as implementation.

Hierarchical

A system with a hierarchical control architecture consists of two or more layers
of controllers organized in a hierarchical topology. At the top of the hierarchy,
there is always a main controller which generates control for the lower levels.
The control is then refined through the levels until it eventually reaches the
resources.

In contrast to distributed control architectures, the data exchange between
controllers in a hierarchical architecture ensures that the lower level controllers
always behave within the control rules of their higher level controllers.

The Rita use-case employs a hierarchical control architecture, where Se-
quence Planner deliberates control state, commands, and goals for stateless,
stateful, and intelligent resources respectively. For instance, a multi-level hi-
erarchy is quite visible in the tool change example, where SP issues a tool
change command to the tool change handler, which in turn issues commands
to the high-level robot code generation and execution handler, which then
sends individual move commands to the robot driver.
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Honorable mentions

In Supervisory Control And Data Acquisition systems (SCADA) [39], au-
tonomous controllers are distributed in the field while having access to a shared
database. While these controllers mostly act autonomously, a high level su-
pervisory system can modify parameters in the shared database, practically
forcing the field controllers to act within the bounds set by the supervisor.

Another example are multi-agent systems, which can exhibit different be-
havior based on the architecture they employ. There is a number of architec-
tures defined for multi-agent systems [40], and as such, multi-agent systems
can have a very flat hierarchy, a very strict hierarchy, as well as everything in
between.
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CHAPTER 4

Supporting infrastructure

Intelligent automation might be the answer to some of the production chal-
lenges mentioned in Chapter 1. However, being a novel approach, it lacks
supporting tools and methods which mature and reliable technologies nowa-
days take for granted. Software for design, simulation, commissioning, control
and maintenance of intelligent automation systems either doesn’t exist or it
is in infant stage of development. For example, industry leading software
tools for traditional automation systems like Process Simulate and Delmia in-
clude support for simulation and virtual commissioning [7]. However, neither
of those solutions is applicable to intelligent automation systems, nor does
other software exist which can support development, simulation and virtual
commissioning of such systems.

4.1 Virtual preparation
For virtual preparation and control of systems, we define a notion of scenarios.
A scenario is represented by its resources, their arrangement and the task that
they are going to execute. Preparing such scenarios is one of the first steps
of realizing an intelligent automation system. In order to do that efficiently,
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we heavily utilize tf, which is a ROS package that lets the user keep track of
multiple coordinate frames over time. It does so by maintaining relationships
between coordinate frames in a tree structure buffered in time, and lets the
user manipulate transforms between any two coordinate frames at any desired
point in time.

We like to look at tf as having two ways of getting information to its tree
and maintaining coordinate frames:

1. static transform broadcasters

2. active transform broadcasters

Static transform broadcasters publish transforms that are static in time,
i.e. the transformation between the frame and its parent is not expected to
change over time. Because of this, the time dimension can be disregarded and
the transforms can be published very sparsely. Examples of static transforms
could be bolt holes defined in the engine frame, or a sensor defined in the
camera’s mounting point. These transformations define where such frames
are, relative to their parent frame, and they are not expected to ever change.

Active transform broadcasters publish transforms that are active in time, i.e.
the transformation between the frame and its parent is expected to change
over time. We now have to publish the transform together with a timestamp,
so that tf can keep track of changing transformations in time and provide us
with the correct answer when we look up the tf tree at a certain time point.
Examples of active transforms range across mobile robot bases defined in a
world coordinate frame, products that are transported on a conveyor belt, and
multiple DoF manipulator links defined in their parents links via joints.

Example

Let’s look at the Rita use-case and how we would prepare a scenario for
picking some items and placing them on a moving platform. We start with
supplied original CAD files of components, and modify their coordinate frames
having in mind how they should couple or interact with other components of
the system. For example, a tool for picking certain items should have a tool
center point frame at a correct place, as well as a main coupling frame. The
left side of Figure 4.1 shows how the main frame of a suction tool was set,
in order to properly couple with the robots rsp connector. The right side

42



4.1 Virtual preparation

Figure 4.1: Preparing tool frames in Inventor.

of Figure 4.1 shows how the tool center point was set in order to match the
frames of items to be picked up with this tool.

Such frames have unique names in order for tf to be able to keep track of
them. Let’s call the main frame svt, short for small vacuum tool, and the
tool center point frame svt_tcp. The svt_tcp is defined in the main svt frame
as a static transform since it is not expected for the transformation between
them to change. On the other hand, the main svt frame is expected to be
picked up by the robot or left at the tool stand, so let’s define the svt frame
as an active transform with an initial parent at the tool stand. As the tool is
expected to have a home position when released by the robot, let’s call this
frame svt_home.
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To define these relationships, our current scenario has a collection of frame
description files in a .json format. Let’s look at the descriptions of these two
frames:

svt.json: svt_tcp.json:
{ {

"show": true, "show": true,
"active": true, "active": false,
"child_frame": "svt", "child_frame": "svt_tcp",
"parent_frame": "svt_home", "parent_frame": "svt",
"transform": { "transform": {

"translation": { "translation": {
"x": 0.0, "x": 0.0,
"y": 0.0, "y": 0.0,
"z": 0.0 "z": 0.313365

}, },
"rotation": { "rotation": {

"x": 0.0, "x": 1.0,
"y": 0.0, "y": 0.0,
"z": 0.0, "z": 0.0,
"w": 1.0 "w": 0.0

} }
} }

} }

The measurements in these description files are taken directly from Inventor
when preparing the tool frames. As such, if the CAD file exactly matches
the real tool, we can be quite confident that the tf tree will be an accurate
representation of the real world.

As we have prepared the tool frames, we can use the same technique to
prepare everything else in the scenario, including the items that have to be
picked by the robot. Additionally, extra frames can be added to pickable
items, since their orientation in the box they arrive in is random, and it could
be that their main frame is occluded or not accessible. For example, let’s look
at these two items on Figure 4.2.

If these items would be placed in a grid with a nice accessible orientation,
there would be no need to add extra frames to them. However, if an item is
turned around, there is no way to pick it. In order to mitigate that, we add
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Figure 4.2: Preparing item frames in Inventor.

additional transforms to the item’s description file which are defined in the
main frame of that item. For example, for the item on the left side of Figure
4.2, we can add the following secondary picking points, and we can do this
directly in rviz, using a modified version of the interactive_markers package
as seen on Figure 4.3.

Figure 4.3: Preparing secondary item frames in Rviz.

Another possibility would be to automatically compute possible grasping
points based on some kind of surface matching and area comparison algorithm.
What we get from this step of the preparation are frames that define secondary
picking points for items.
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Figure 4.4: Verifying item frames with tools in Rviz.

Finally, it is possible to verify the picking points and determine which tool
is to be used for picking which item, as shown in Figure 4.4.

After preparing the scenario, we end up with a lot of description files for
frames that are in that scenario. A detail of a prepared scenario is shown in
Figure 4.5.

4.2 Emulators and code generation
Modeling behavior of a system can be quite hard, as a lot of details can be
easily overlooked. To use resource transitions in planning algorithms and to
support model testing without being connected to the simulation or the real
environment, measured variables must be updated by someone.

In an SP model, it is the effects that define how measured state variables
change during execution. However, instead of letting Sequence Planner per-
form the updating of measured variables internally, we have chosen to place
this updating as individual emulation nodes [28].

Contrary to simulations, the internal state of an emulation does not have to
reflect the internal state of the target which it is emulating, it is enough for it
to mimic the interfacing behavior of a real target. Because of this, the internal
structure of emulator nodes is quite simple and can be automatically generated
based on the model. Using emulator nodes has the following benefits:

1. Allows for more realistic testing during modeling, as the updating is not
done internally, i.e. the emulator nodes have to interact with Sequence
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Figure 4.5: Preparation detail of the tool stand.

Planner through the, also autogenerated, messages on the network.

2. The structure of the network is partially generated and maintained dur-
ing modeling, which allows for an easy transition to simulated or real
environment.

3. The core execution engine is kept uncluttered, as the updating of mea-
sured variables doesn’t have to be taken care of. It is happening outside,
in the emulator nodes.

Example

Let’s model behavior for the gripper used in the Rita project, which can be
seen on the right of Figure 4.4. Variables and their domains that we are going
to use in the initial model are:

gripper_state = {opened, closed}
gripper_command = {open, close}
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Let’s write a few simple transitions that open and close this gripper:

name guard update type

close_start opened ∧ open close control
close_finish opened ∧ close closed effect
open_start closed ∧ close open control
open_finish closed ∧ open opened effect

Table 4.1: The initially modelled transitions of the gripper resource.

From Table 4.1, we can see that gripper_state variable has to be updated
by someone when the effect transitions happen, so the gripper emulator node
is generated to do the updating for us.

4.3 Virtual commissioning
Simulation of production systems is a well adopted practice. Industry leading
software tools like Process Simulate and Delmia include support for traditional
virtual commissioning (VC) [41], which exposes the simulation model to a real
control system. Using these tools for designing control systems and performing
VC has become a standard in industry.

The purpose of VC is to enable the control software, which controls and
coordinates different devices in a production station, to be tested and vali-
dated before physical commissioning. Over the years, the VC community has
specified several commissioning configurations [42], [41] that resulted in terms
like hardware-in-the-loop, reality-in-the-loop and constructive commissioning.
As shown in Table 4.2, these specifications are defined by combinations of
components being real or virtual.

Testing and integrating the physical production system with the real control
system has been traditionally referred to as physical commissioning. However,
in order to reduce the amount of on site man-hours during physical commis-
sioning [43], the real control system is coupled with a simulation model of the
production system creating a hardware-in-the-loop setup. This configuration
is commonly known as VC [41].

Performing the inverse of VC can be beneficial in situations when debugging
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plant controller type
real real physical
real virtual reality-in-the-loop
virtual real hardware-in-the-loop
virtual virtual constructive

Table 4.2: Traditional commissioning classification.

the control system is needed. In this case, the physical production system is
controlled by a simulated controller in a setup known as reality-in-the-loop.
When designing a new control system, the natural way is to start with offline
programming where all components are simulated. This configuration is also
known as constructive commissioning [41].

Performing VC can reduce testing and integration time, as well as help de-
tect undesired behavior before physical commissioning. However, it is usually
the case that creating simulation models requires extensive modelling effort.
Because of the cost associated with this effort, it is crucial that the created
models provide as much additional value as possible.

A knowledge gap exists between simulation and control system development
since they are traditionally decoupled activities in industry [44]. This sparked
the emergence of a new concept, integrated virtual commissioning, which aims
to integrate VC into the standard engineering workflow as a continuous sup-
port for automation engineers [45], [46]. Instead of using VC as the last step
before physical commissioning, integrated VC enables simulation supported
production preparation and automation engineering by simultaneous develop-
ment of the control system and the virtual plant [46].

Example: Virtual commissioning

When developing an intelligent automation system, the first step is usually to
develop a simulation of that system. This means that the main resources of
that system have a simulated version, and a driver that is adapted to control
such a simulation. Ideally, this driver should capture as much behavior as
possible so that it can later be used to control the real resource without the
need to change it much.
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In order to verify the behavior of simulated resources using their accom-
panying drivers, dummy nodes are made which are quite useful to test some
targeted behavior during development. These dummy nodes emulate the con-
troller by providing some dummy input to the driver nodes for which their
behavior is tested. This step can be looked at as constructive commissioning
since both the resources and the controllers are simulated.

After the individual simulated resources behave as intended, the next step
is to use the initial model that was developed with the help of emulators, in
order to test interactions between resources. Writing dummy nodes to test
these interactions can be quite tedious. Instead, the real controller is plugged
in, so this step can be looked at as hardware-in-the-loop commissioning. There
are three things developed in this step:

1. The model: Modeling behavior for a system is quite a challenging task.
Using generated emulators to develop an initial model is helpful, how-
ever it is usually the case that a lot of behavior is unaccounted for,
so the only way to generate a more or less complete model is to itera-
tively develop it while testing certain parts of it using a simulation. For
instance, continuing with the gripper example, using the initial model
with the gripper simulator reveals crucial behavior that was previously
missed. Namely, the gripper takes certain time to open and close, and
as such, the initial domain of the gripper_state variable is not enough to
represent what is actually happening in the simulator. Thus, let’s add
another possible value that this variable can have while the gripper is
opening or closing.

name guard update type

close_start opened ∧ open close control
close_finish (opened ∨ unknown) ∧ close closed effect
open_start closed ∧ close open control
open_finish (closed ∨ unknown) ∧ open opened effect

Table 4.3: The updated transitions of the gripper resource.
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2. The controller: As mentioned earlier, intelligent systems can’t depend
on existing traditional control solutions as the requirements make it
impossible to use them. Controllers for intelligent systems contain opti-
mizers, planners and execution engines which also have to be tested for
correctness and eventually adapted for the current use case.

3. The resources: A lot of important resource level behavior can be over-
looked while developing drivers without a model that tests their interac-
tion. That is why it is usually the case that resource drivers are re-visited
in this step.

The time has come to implement the real system. During setup, we might
want to test some very special and targeted behavior, for instance something
like a single movement of a robot or taking and processing a single snapshot.
Now the dummy nodes are utilized again, this time emulating control for
real resources. This step is analogous to reality-in-the-loop commissioning.
Switching to a real system from a simulation always means discovering a lot
of hidden behavior, hence a lot of changes have to be implemented in the
drivers as well in the dummy nodes in order to properly test them. For
instance, let’s look at the gripper example again. Important information that
the actual gripper is able to provide that was missed during the emulation and
simulation steps, is that the gripper can not only be open or closed, but also
gripping an item. This can later be modelled as an additional effect transition,
since closing the gripper can either result in completely closing it, or actually
gripping something. We also have to update the domain of the gripper_state
variable to be able to capture this.

name guard update type

close_start opened ∧ open close ctrl
close_finish_c (opened ∨ unknown) ∧ close closed eff
close_finish_g (opened ∨ unknown) ∧ close gripping eff
open_start (closed ∨ gripping) ∧ close open ctrl
open_finish (closed ∨ unknown ∨ gripping) ∧ open opened eff

Table 4.4: The once again updated transitions of the gripper resource.
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Finally, it is time for physical commissioning, which means controlling the
real system with a controller based on the model that was developed in the
earlier steps. Once again, a lot of unaccounted behavior can arise, which has
to be addressed by modifying the model, drivers, and sometimes even the
controller.

4.4 A digital twin
Current definitions of digital twins have different shapes and sizes [47]. One
definition explains digital twins as virtual representation of a physical system,
where data flows between a physical system and its digital twin are fully
integrated in both directions.

For us, this is probably not the case, however for a crucial part it is, namely
tracking positions of items, tools, robots, etc. Moreover, in order to ensure
safe human-robot collaboration, and maybe even deliberative collaboration, a
digital twin can be used to visualize the state of the system on a screen. This
way, an operator can know about the state and intentions of the system.

Keeping track of where things are in a reliable and continuous way is of
utmost importance for realizing truly flexible automation systems. In order
to do this, we again heavily utilize tf, the ROS package we relied on to prepare
our scenario.

Example

In a flexible automation system like Rita, nothing (except for a few cameras in
the ceiling) has a fixed position. Automated platforms that carry the picked
items, material facades that hold the boxes with items, and even the gantry
that mounts the robot and holds all the tools can freely move around in the
station. Moreover, the items that have to be picked from the boxes arrive in
a arbitrary order. So, how can we know and track where things are?

For large items in the scene, like the platforms, different crates, the robot
gantry, and material facades, we use a set of aruco tags [48]. Detecting these
tags and estimating their position is part of the task, however these positions
have to be moved into the tf tree in order to know where they actually are in
relation to something else.

Figure 4.7 shows how the tracking of the material facades is performed. A
live position of the material facade is continuously updated in the tf. After
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Figure 4.6: Preparation and commissioning workflow.
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Figure 4.7: Tracking and locking the position of the material facade.

the operator has pushed the material facade under the gantry, as shown in
parts A and B of Figure 4.7, the faded live position of the facade in part C is
immediately updated in the tf. However, small detection distortions can make
the real-time position estimation of the live facade frame quite unstable. If
we would to define the boxes and items as children of this unstable frame, we
would risk potential robot collisions. Instead, we generate an additional locked
facade frame as a direct child of the common parent of the gantry frame when
the operator is satisfied with the actual facade placement. Locking the frame
is shown as a transition between parts C and D of Figure 4.7.

It is tf, or in this context, the digital twin of coordinates that keeps track of
where the facade is, and thus also the boxes that hold the items. If the robot
has to move to a position where it can scan a box for items, it has too ask the
tf for that position. Only then can the robot use that position to calculate a
motion to the box.

When scanning the items, the positions of detected items are also added
into the tf tree, as children of the box frame where the scanning was done.
Then, the robot can move with, for instance, the svt_tcp frame to one of the
item frames that was earlier prepared in order to pick it. The scanning and
populating the tf for two item types is shown in Figure 4.8.
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Figure 4.8: Scanning items and tracking their positions in tf.

4.5 Model based testing
Unit-testing is a natural part of modern software development. In addition
to the emulator nodes generated from SP models, test nodes can also be
generated. Since the SP model clearly specifies the intended behavior of the
nodes via effects, it is also possible to generate tests which can be used to
determine if the model and the underlying driver implementation do in fact
share the same behavior. The generated tests are run over the ROS network,
using the same interfaces as the control system implementation. This enables
model based testing using a seamless mixture of emulated, simulated, and real
device drivers, which can be configured depending on what is tested. Based
on what we learned, the generated unit tests can:

• ensure that the device drivers and simulated devices adhere to the be-
havior specified in the SP model.

• help eliminate “simple” programming errors that waste development re-
sources.

• provide means to validate if the specifications in the SP model make
sense. While formal methods can guarantee correctness w.r.t. some
specification, writing the specification is still difficult and needs to be
supported by continuous testing.

The generated tests employ property-based testing using the Hypothesis
library [49], which builds on ideas from the original QuickCheck [50] imple-
mentation. These tools generate random test vectors to probe if they can
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break user-specified properties. If so, they automatically try to find a min-
imal length example that violates the given properties. The properties that
need to hold in our case are that effects specified in the SP model always need
to be fulfilled by the nodes implementing the resource drivers. Of course, when
bombarded by arbitrary messages, it is not surprising to also find other errors
(for example, crashes). As such, test nodes can be looked at as advanced
dummy nodes, which do not only test a resource for a specific behavior, but
for all possible behavior specified by the test.
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Investigating intelligence

Intelligent automation solutions are slowly but surely making their claim in
automating production processes. However, naming something intelligent has
different meaning in different research communities, so let’s define what intel-
ligence means in the scope of this thesis.

Intelligence has different aspects, ranging from learning, memory and knowl-
edge, all the way to planning, creativity and decision making. For example,
[8] defines intelligence as a very general mental capability that involves the
ability to reason, plan, solve problems, think abstractly, comprehend complex
ideas, learn quickly, as well as learn from experience. For us, intelligence is
the ability to reason about a specific state and try to make decisions in order
to solve a problem.

We use this intelligence mainly as a tool to plan and deliberatively act
towards a goal while avoiding undesired behavior [51], but also as support for
modelling, testing and commissioning automation systems [52]. To achieve
this, we use SAT solvers [53] to calculate and verify assignments of state
variables, which enables us to use the same tooling developed around a solver
while being able to encode and solve different kinds of problems.
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5.1 Planning
Algorithms that compute plans based on explicit state-space searches exist
since the late ’50s [54], and symbolic methods based on BDDs since the late
’70s [55]. A more recent method that has established itself as an important
planning approach is SAT-based planning. Planning problems are encoded as
satisfiability problems and the results are calculated by SAT solvers.

Even though SAT-based planning was first proposed by Kautz and Selman
already in 1992 [56], the interest of planning researchers in SAT-based plan-
ning methods was limited up until relatively recently. One of the main reasons
behind this was the performance advantage of explicit state-space search over
solving early SAT encodings of planning problems [57]. However, modern
planners based on satisfiability now match, and often outperform, planners
based on other search paradigms [58].

Explicit state-space search and symbolic methods based on BDDs are known
for their performance in solving problems with a small number of state vari-
ables, however SAT-based methods excel in solving hard combinatorial plan-
ning problems with a relatively high numbers of state variables [59]. Another
advantage of planners based on SAT is that algorithms used to compute plans
are almost completely general purpose SAT solving algorithms, which means
that every improvement in the solver directly improves planning.

5.2 Solvers
SAT-based planning relies on SAT solvers to calculate satisfiable assignments
for a Boolean expression that encodes a plan. A Boolean expression is satis-
fiable if there exists a satisfying assignment. This means that variables from
the expression have such values that the expression evaluates to true. The
expression is a contradiction if it is not satisfiable. If the expression evaluates
to true under all assignments, it is valid.

A naive SAT solver would enumerate all assignments until a satisfiable one
is found. However, as this approach has its limitations, other algorithms have
emerged, for instance the DPLL algorithm [60]. Currently, modern solvers are
based on the CDCL [61] evolution of DPLL.

SAT solvers accept the input formula in the Conjunctive Normal Form, so it
is usually the case that the encoded problem has to be transformed into CNF.
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Figure 5.1: CDCL: An overview of the conflict-driven clause learning algorithm.

Every propositional formula can be transformed into an equisatisfiable CNF
formula, and there are different methods to do this [62]. After transformation,
a preprocessing step can be applied to potentially simplify the input formula
[63].

The solver spends most of the time in a procedure called Unit Propaga-
tion which is also sometimes called Boolean Constraint Propagation. Unit
propagation [64] repeatedly applies the unit clause rule for all unit clauses,
either until all implications are exhausted or a conflict occurs. If no conflict
is encountered, the solver checks whether all variables are assigned. If so, the
algorithm can terminate and return SAT. Otherwise, a decision heuristic is
applied to choose a variable on which the search will branch and the decision
level dl is incremented. However, if a conflict does occur during unit propaga-
tion, it is analyzed in order to produce a learned clause. This learned clause
is appended to the original formula to aid the search by narrowing the search
space.
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The conflict analysis algorithm decides the decision level where the CDCL
algorithm has to backjump to. If a conflict was detected at the 0-th level,
conflict analysis sets dl = −1 and the CDCL algorithm returns UNSAT in
the next step. Otherwise, the algorithm backjumps to the level dl, or in
other words, the assignments made after this level are unset, after which unit
propagation is applied again. So, in order to use the power of solvers to
perform planning, we have to encode the planning problem as a satisfiability
problem.

5.3 Encoding
In planning as satisfiability, a planning problem is encoded into a logical for-
mula Fj , where j represents the number of plan steps. This formula is then
tested for satisfiability by a solver, which either returns UNSAT for a failed
planning attempt or it returns SAT and provides a satisfying assignment which
is parsed to yield a plan. If the result from the solver is UNSAT, the planning
problem is encoded into a logical formula of length j + 1 and tested again
by the solver. This goes on sequentially until the solver returns SAT with a
satisfying assignment, or until a limit on the plan length is breached.

Example

Let’s look at a simple pick and place problem where a robot can move a
product between two positions. In order to model this problem, two variables
are enough to keep track of the position of the robot and the position of the
product.

robot_at = {a, b, home}
prod_at = {a, b, grip}

Now let’s model behavior for this problem with some transitions. We need
three types of transitions, namely to move the robot, to pick the product and
to place the product. For example, in order to execute a transition that moves
the robot to a position a, the robot shouldn’t be at position a. After the move
has been executed, the value of variable robot_at is updated to that position.
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for pos in {a, b, home} {
Transition::new(

name: "move_to_{pos}",
guard: robot_at != {pos},
update: robot_at = {pos}

)
}

for pos in {a, b} {
Transition::new(

name: "pick_at_{pos}",
guard: robot_at == {pos} AND prod_at == {pos},
update: prod_at = grip

)
}

for pos in {a, b} {
Transition::new(

name: "place_at_{pos}",
guard: robot_at == {pos} AND prod_at == grip,
update: prod_at = {pos}

)
}

For a model containing these seven transitions and for the initial and goal
states I and G, calling a planned would yield the following plan:

I = robot_at == home AND prod_at == a
G = prod_at == b
Plan = [move_to_a, pick_at_a, move_to_b, place_at_b]

In order use solvers to calculate this plan for us, we have to encode this
planning problem as a satisfiability problem. To do that, we use time steps to
mark the variables, which essentially produces a new set of Boolean variables
for each time step. A simple encoding for a plan of length i looks like this:

Fi = I0 ∧ Gi ∧ δ(Ti)

where I0 are clauses that encode the initial step, Gi are clauses that encode
the goal step, and δ(Ti) are clauses that encode the transitions and the rules
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that declare how those transitions can be taken in each step. For the sake of
simplicity, lets consider that δ(Ti) encodes that exactly one transition is to be
taken in one step. A single transition tn for a step i is encoded like this:

tni = tn.namei ∧ gi ∧ ei+1

where tn.namei keeps track of the name of the transition that is taken in
a step, gi encodes the guard of the transitions for the current step, and ei+1
encodes the effect of the taken transition for the next step. To begin, we
encode a formula which says that for the given model, there exists a plan of
length 0, and feed it to the solver:

F0 = robot_at_home0 ∧ product_at_a0 ∧ product_at_b0

We would expect the solver to return UNSAT as there is no sense that a
product can be at two different positions at the same time. However, the
solver returns an anomalous model [56] with the following partial assignment:

robot_at_home_0 == true
prod_at_a_0 == true
prod_at_b_0 == true

It turns out that we forgot to assert that our initial variable prod_at with
the domain {a, b, grip} can’t have more than one value at a time. An option
to fix this would be to extend the initial state with an additional conjunct
prod_at ! = b. Another fix would be to add invariants specifying that a
product can’t be at two different positions at the same time, or even to make
this rule general for all variables. For example, a variable x with a domain
{a, b, c} can have only one value in a time step. Encoding this rule as a
Boolean formula would look something like:

(xai ∧ ¬xbi ∧ ¬xci) ∨ (¬xai ∧ xbi ∧ ¬xci) ∨ (¬xai ∧ ¬xbi ∧ xci)

After adding this additional constraint, the solver fails to find a satisfiable
assignment and returns UNSAT as expected. Our next step is to encode a
logical formula that says that for the given model, there exists a plan of length
1, and give that to the solver:

F1 = robot_at_home0 ∧ product_at_a0 ∧ product_at_b1 ∧ δ(T1)
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where δ(T1) holds constraints about the transitions and other constraints that
disallow anomalous models. If we have encoded the problem correctly, the
solver should respond with UNSAT up until we reach time step 3, when a
satisfiable assignment is found. After some parsing and filtering we get the
expected result:

Plan = [move_to_a, pick_at_a, move_to_b, place_at_b]

This sequential SAT planning algorithm is shown as Algorithm 1, where cer-
tain details like invariant encoding and keeping unchanged values are omitted
for brevity.

Algorithm 1: Sequential
Input: (i, g, M, smax)
Output: planning_result

1 let step := 0;
2 while step ≤ smax do
3 let ctx := new_context;
4 add constraint (ctx, i, 0);
5 add constraint (ctx, g, step);
6 for s in (0 to step) do
7 add constraint (ctx, disjunction(M.trans), s);
8 add constraint (ctx, exactly_one(M.trans.name), s);
9 end

10 if check(ctx) == UNSAT then
11 step += 1;
12 else
13 let planning_result = parse(ctx.get_model);
14 return planning_result;
15 end
16 end
17 return new_empty_planning_result;
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5.4 Speed

Intelligent automation systems have to adapt, react, and deliberate as fast
as possible, as an assembly or preparation cycle time is just not long enough
to allow planners to spend more than a few seconds to generate new plans.
Moreover, the uncertainties from human-robot collaboration or operations
such as picking items that have undefined orientations, often means the need
to re-plan many times during such operations.

In order to investigate methods that speed up planning, we limit ourselves
to classical and deterministic planning problems [23], which we reduce to
propositional satisfiability. Considering the nature of problems we try to solve,
we are investigating systematic search methods, however, for a comprehensive
study on stochastic search algorithms for SAT, refer to [65]. Lastly, instead of
look-ahead search methods [66], our interest is shifted towards the CDCL [61]
evolution of DPLL [60]. The reason for this is that, again, CDCL performs
better on the family of problems we are interested in, namely planing and
industrial.

While some solvers such as [67] and [68] do excel in solving hard random
instances, they are usually not competitive on structured instances generated
from real applications [69]. Still, some research indicates that there might be
a way to utilize the strengths of both solver flavours, namely to use look-ahead
search as a means to guide a CDCL solver [70].

Big performance improvements in planning as satisfiability can be unlocked
when methods are altered on the low, SAT solving level. Some of these meth-
ods improve decision heuristics [71], restart heuristics [72], and data structures
[73]. We refer to these methods as low level methods since they affect the per-
formance of the solver itself, and as such, they are of major interest in the
field of planning as satisfiability.

In this study however, we investigate and compare several methods for
planning as satisfiability, without getting into the detailed tuning of these
solvers. Instead, we focus on what we call high level methods to improve the
planning performance, which for example include the structure of the model
and how to call the solvers. The methods that we investigate are incremental
planning [74], adding planning invariants [75], modeling with equality logic
[76] and solving with SMT solvers [77], skipping planning steps [78], and
subgoaling [23]. The overview of these methods is shown in Figure 5.2.

These methods and their final results are summarized here, however, for a
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Figure 5.2: There is a total of 48 method combinations, however, not all combina-
tions are investigated in this study.

more comprehensive study, refer to Paper C, where each subsection explores
some methods and compares their performances on a set of classical plan-
ning benchmarks. The benchmarks that are chosen to test the methods are:
gripper [79], blocksworld [25], rovers [80], barman [81] and childsnack [82].
These benchmarks are chosen to test different strengths and weaknesses of
the following planning methods:

1. Incremental planning: The downside of Algorithm 1 is that for every
iteration where an assignment is not found, a new context has to be cre-
ated. Gocht and Balyo showed in 2017 [74] that it is possible to achieve
a significant speed-up by using an incremental SAT-solver. Instead of
throwing away the context with all the accumulated data from previous
results, the same context is used and constraints are just added on top.
An incremental planning algorithm utilizes an incremental solver which
makes it possible to add a backtracking point in each step, so that the
solver can choose which part of the context to save, and thus learn from
previous attempts. In summary, the advantages of an incremental base
solver are that learnt clauses are kept, heuristic data is gathered, and
that the overhead from asserting the same clauses is reduced.

2. Adding planning invariants: Invariants can be considered both as a mod-
eling aid as well as a performance increasing method in automated plan-
ning. Invariants are specifications that must hold in every step of the
calculated plan. In essence, invariants prune states from the state space.
They can be added to the model to forbid some undesired behavior, or to
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enforce tighter constraints and thus derive a more compact state space
representation. In each case, the state space gets reduced and thus plan-
ning is more efficient. For an existing problem, invariants can sometimes
be synthesized to speed up planning [75]. Invariants can also often be a
convenient tool for modelling different problems, but can in some cases
be quite hard to use.

3. Equality logic and SMT solvers: Coupling a SAT solver with theory
solvers, for example theories such as linear arithmetic, bit vectors, or
arrays, SMT based planning techniques [76] can encode and tackle real-
world scenarios and complex application domains [83]. By using different
first-order logic theories to increase expressiveness, some problems can
be modeled in a much more convenient way compared to using pure
propositional logic. In this study, only equality logic is investigated since
it is appropriate for modelling most classical planning problems. As
both propositional and equality logic are NP-complete [84], [85], means
that they can model the same decision problems with not more than
a polynomial difference in variables [86]. Certain problems are more
conveniently modeled in equality logic compared to propositional logic,
and for some other problems the opposite is true. As for efficiency, the
high level structure of the input equality logic formula can potentially
be used to make the decision procedure work faster. This information
may be lost if the problem is modelled directly in propositional logic
[86].

4. Skipping steps: The planning algorithms increment the plan length by
one when an assignment is not found, after which the encoding for that
length is tested for satisfiability. This is a good method when the yielded
plan should be of minimal length. However, calculating the shortest
length plan can sometimes be very slow, as Rintanen showed in [87].
The evaluation cost of an unsatisfiable formula can be much higher than
the evaluation cost of a satisfiable one, even if the latter is not of shortest
length. Especially, when considering the sum of evaluation costs for all
unsatisfiable formulas, the planner can spend a lot of time trying to
find a satisfiable assignment. This is because the cost of evaluating
the unsatisfiable formulas usually increases exponentially as the plan
length increases [87]. When finding the first satisfiable solution which
yields the plan with the minimal length is not a strict requirement, an
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improvement in the planning time can sometimes be achieved. Rather
than increasing the plan length by one after an assignment is not found,
this improvement can be realized by incrementing the plan length by a
larger value. This allows us to skip some hard unsatisfiable instances
which take a long time to evaluate.

5. Subgoaling: When a goal is defined as a conjunction of several predi-
cates, such predicates can be looked at as subgoals. Instead of asking
the planner to reach the monolithic goal in one planning task, multiple
planning tasks can be instantiated to plan for each subgoal. Having a
simpler goal shortens the plan length and thus the planning time. As
mentioned before, the cost of evaluating unsatisfiable formulas increases
exponentially, thus it is usually faster to search for a large number of
shorter plans than the other way around. If the subgoal order is not cor-
rect, finding a plan can sometimes be slower or even impossible. This
depends quite much on the nature of the problem itself as planning prob-
lems often exhibit symmetry properties that could be exploited to speed
up their solving.

Figure 5.3: High-level planning methods contribution to performance.
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The benchmarks were ran on an Optiplex 9020 desktop PC with 8GB of
RAM and an Intel Core i7-4790 CPU clocked at 3.60GHz. All algorithms
used in this study were implemented using Z3’s [77] quantifier free finite do-
main (QF_FD) theory, which supports propositional logic, bit-vector theories,
pseudo-Boolean constraints, and enumeration data types. Figure 5.3 shows
how the studied methods contributed to increased planning performance.

5.5 A compositional approach
A known issue with SAT-based automated planning is that plan calculation
seems to slow down significantly as the plan length increases [57]. In an effort
to avoid this limitation while utilizing the strengths of SAT-based planning,
a compositional algorithm is presented here that divides a planning problem
into a number of simpler problems that are faster to solve. This is done
with a combination of abstraction refinement using activation parameters and
step-wise problem generation, resolution and concatenation. The proposed
algorithm is tested on a few examples, where it is shown that a significant
speed-up [87] can sometimes be achieved, especially for highly symmetrical
problems.

The compositional algorithm with its final results and additional insights is
summarized here, however, for a more comprehensive study, refer to Paper D.
To start with, a simple incremental planning algorithm based on [74] is utilized
in to solve individual problems generated by the compositional algorithm. In
order for the compositional algorithm to refine, generate and solve parts of the
complete planning problem, we have to allow its abstraction and refinement.

The planning problem is parameterized so that the compositional algorithm
can enable or disable certain predicates in order to generate abstracted input
constraints to the incremental algorithm. In order to do this, every variable
defined in the problem is assigned a parameter, based on which they are
grouped. These parameters allow the compositional algorithm to turn these
groups, i.e. parts of the model, on or off before sending the problem to the
incremental algorithm to be solved.

Initially, all parameters are turned off, and they are activated one by one,
or by some other rule based on a refinement order. After each activation, the
compositional algorithm generates a number of problems based on the trace of
the previous level, sends them to the incremental algorithm to be solved and
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concatenates the results in order to get the next level. After all parameters
are activated, the algorithm terminates and yields a plan.

Results

It is shown on an example that utilizing this algorithm can not only reduce
planning time compared to other non-decomposing approaches, but also plan
length compared to other sub-optimal algorithms such as subgoaling. A highly
symmetrical problem exemplifies this result.

This problem, from the International Planning Competition [88], is about
a mobile robot with two grippers which can carry a ball in each. There are
two adjacent rooms, and the goal is to take N balls from one room to another.
There are many problem instances for this example, ranging from 1 to 40 balls.
A timeout of 160 seconds is set to interrupt the planning. In this example, the
performance of algorithms (marked as other) from in Paper C are compared
to the subgoaling and compositional algorithm with two differently defined
variable grouping, as shown on Figure 5.4.

Figure 5.4: Compositional vs. other algorithms on the gripper benchmark.

The incremental algorithm, behaving like breadth-first search, finds the
optimal plan, meaning that the robot takes a ball in each gripper before
moving to the other room. However, because of the combinatorial explosion
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occurring with each added ball, the incremental algorithm quickly exceeds the
timeout.

The subgoaling algorithm looks at each conjunct in the goal predicate as
a separate goal. As the problem is highly symmetrical, the execution order
of such goals does not matter. While solving them, the algorithm behaves
like depth-first search, meaning that the robot will pick just one ball before
moving to the other room to place it. The subgoaling algorithm can find plans
for this problem very fast, however, being that the robot moves only one ball
at the time, the solution quality is not so good.

Let’s see how the compositional algorithm fares. In the first compositional
approach, marked as v1 in Figure 5.4, the variables are grouped so that the
robot variables go to one group, the gripper variables to another, and each
ball variable goes to a separate group. This produces the same plan quality
as the subgoaling algorithm as it does virtually the same thing.

The second compositional approach puts two balls in a group instead of
one, and these results are marked with v2 in Figure 5.4. Now, there is a
better compromise between the amount of planning tasks and the length of
each result, and as shown on the right side of the following listing, the plan
quality is improved:

subgoaling and comp. v1: incremental and comp. v2:
r1_pick_b1_in_room_a_with_gl r1_pick_b1_in_room_a_with_gl
move_r1_to_b r1_pick_b2_in_room_a_with_gr
r1_drop_b1_in_room_b_from_gl move_r1_to_b
move_r1_to_a r1_drop_b1_in_room_b_from_gl
r1_pick_b2_in_room_a_with_gl r1_drop_b2_in_room_b_from_gr
move_r1_to_b move_r1_to_a
r1_drop_b2_in_room_b_from_gl r1_pick_b3_in_room_a_with_gr
move_r1_to_a r1_pick_b4_in_room_a_with_gl
r1_pick_b3_in_room_a_with_gl move_r1_to_b
move_r1_to_b r1_drop_b3_in_room_b_from_gr
r1_drop_b3_in_room_b_from_gl r1_drop_b4_in_room_b_from_gl
move_r1_to_a move_r1_to_a
r1_pick_b4_in_room_a_with_gl r1_pick_b5_in_room_a_with_gr
move_r1_to_b move_r1_to_b
r1_drop_b4_in_room_b_from_gl r1_drop_b5_in_room_b_from_gr
move_r1_to_a
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r1_pick_b5_in_room_a_with_gr
move_r1_to_b
r1_drop_b5_in_room_b_from_gr

Drawbacks

Even if grouping the variables was done correctly, the order in which the vari-
ables are activated can substantially influence the plan quality and planning
speed. Solving the same problem with a different refinement order can give
quite different plans, as shown on the left side of Figure 5.5.

If there are several valid plans of different lengths that can be calculated
at a certain step, a shortest one will be yielded. However, this might produce
a longer plan down the line of refinement, as it is shown on the right side of
Figure 5.5.

Figure 5.5: Potential drawbacks of the compositional algorithm.
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CHAPTER 6

Concluding remarks and future work

In this thesis, we have discussed the need for intelligent automation systems,
at least from a perspective gained while developing such solutions at Volvo
Trucks. One of such solutions was used throughout this thesis to exemplify
a framework for virtual preparation and commissioning, as well as to investi-
gate the various implementation possibilities of resource, communication and
control architectures. Lastly, as intelligent automation systems depend on au-
tomated planning, an investigation was made on the various planning methods
in order to determine how each of them contribute to an increase in planning
performance. This chapter concludes the thesis by trying to answer the re-
search questions introduced in Section 1, as well as start a discussion about
possible future work.

RQ1 Why do we need intelligent automation systems?
Modern production faces many challenges, many of which will need a lot
of time to overcome. Some of these challenges were identified in Chapter
1, so let’s try to summarize ways to address them:
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1 Variability: Intelligent production systems should be flexible and
able to accommodate product variability. Automated planning and
verification algorithms at the core of intelligent systems should han-
dle substantial product variability by removing the need to explic-
itly program control code.

2 Speed: Intelligent production systems should adapt and easily inte-
grate new products and production scenarios. Moreover, the core
algorithms should make it possible to quickly change scenarios,
adapt models, and exercise safety, all without the need to halt pro-
duction.

3 Cost: Contrary to traditional production systems, intelligent sys-
tems should cost a fraction of their price to implement and main-
tain. This is due to the fact that operator safety should now be
assured while being close to collaborative robots, i.e. there are
no extra safety measures that have to be implemented. Moreover,
operators should take the role of workstation programmers and
maintainers, further lowering the cost.

4 Society: Intelligent production systems should take care of their
workers. As robots and humans now work together, robots should
perform the repetitive and injury prone tasks while humans do the
very delicate and tactile tasks. Moreover, as discussed, the right
way to achieve an optimal flow while minimizing cost should be to
have both robots and operators working together.

5 Sustainability: Online planning and optimization algorithms of in-
telligent automation solutions and the flexible topology of produc-
tion systems should make it possible to implement just-in-time pro-
duction. There should be no more need to manufacture and store
large quantities of products and material.

6 Legacy: Intelligent systems should be flexible not only on their own,
but also in conjunction with legacy manufacturing. It should be
possible to easily integrate intelligent subsystems into an existing
legacy system.
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RQ2 What to consider when implementing architectures for intelligent au-
tomation systems?
There is no one solution that can best fit all scenarios, thus engineers
have to think about the benefits and drawbacks of implementing an
architecture for a specific scenario. The main things to consider are
the need for flexibility and human-robot collaboration, fault frequency
and tolerance, and restart ability. This will determine if state has to be
decentralized, or in other words, if certain resources can, or have to, be
implemented as stateless, stateful, or intelligent. Moreover, one has to
consider if the communication with those resources should be state or
event based, and finally, if the control architecture should be designed
as centralized, distributed, or hierarchical.

RQ3 How to support the development of intelligent automation systems with
tools such as virtual preparation, commissioning, and testing?
Developing and controlling highly flexible and collaborative systems is
hard because it is quite a novel approach to production. The core of this
problem is the missing infrastructure with all the tools, frameworks,
examples, perspectives, and lessons learned. Thankfully, we are not
entirely rolling in the dirt, as the ROS community has worked hard
for years to provide us a set of very useful tools and a good sense of
what is possible out there. That being said, such tools and solutions are
not always usable out of the box, and quite often, frameworks, drivers,
simulations, etc., have to be developed either for a general, or a specific
use-case.

RQ4 What makes intelligent automation systems intelligent and how can we
make intelligent reasoning fast enough?
The core of intelligent automation systems is a SAT solver, which is used
to calculate satisfiable assignments for state variables. For planning and
deliberatively acting towards goals, a SAT solver is employed to solve
a planning problem encoded into a Boolean formula. As it is argued
in Chapter 5 of this thesis, planning has to be as fast as possible in
order to be usable in real industrial scenarios, where planning tasks are
instantiated very often.
Some of the evaluated high-level methods increase performance more
than other methods do, and some can even ease the modeling process.
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However, the biggest observed increase was gained when trying to de-
compose a planning problem into a multitude of problems using either
the subgoaling or the compositional algorithm, especially for highly sym-
metrical problems. As such, the solver does not spend a lot of time try-
ing to solve large unsatisfiable instances generated from the monolithic
model.

Future work
When implementing an intelligent automation system, one of the most chal-
lenging tasks is developing a correct model. A lot of possible behavior and
constraints can be missed or falsely programmed while modeling, leading to
empty or anomalous planning results. It is very hard to anticipate the con-
sequences of a faulty model, as it is often the case that the possible planning
traces are, simply put, untraceable for a human brain.

As the complexity of the system grows, so does the complexity of the model,
which demands even more cognitive effort from the developers. In models
of large and complex systems, it is becoming very hard to find and correct
mistakes and missing links, and as such, it forces a trial and error kind of
endgame development. This can sometimes be frustrating, especially if a
minor change in the model breaks the complete behavior just a few hours
before a demonstration has to be made.

An interesting step in future work could be to investigate how to better aid
engineers when developing a model. As presented in this thesis, the integrated
virtual preparation and commissioning framework provides tools to help de-
velop and test models. However, in cases where plans can not be found, the
developers are given no feedback about what is wrong, and they are forced to
scroll through the model in an effort to find errors. Needless to say, this is
quite strenuous and time consuming.

Since we are using SAT solvers for automated planning, identifying errors
in the model from extracted minimal unsatisfiable cores could probably give
us some insight. Moreover, using property based testing in conjunction with
planning based on satisfiability during the development stage could ideally
provide us with hints on how to fill in the gaps of a boilerplate model, further
easing the modeling process.
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CHAPTER 7

Appendix

Automation 2.0

Production is not the only activity that can be automated. In order to paint
a full picture of changes in automation, we have to talk about other automat-
able activities and the effects automation has on other aspects of life. More
importantly, the potential effects of changes in automation for the generations
to come. In fact, as automation researchers, it is our duty to do so.

Transportation, services, medicine, and even entertainment is being auto-
mated as we speak using the latest iteration in human innovation, machine
learning algorithms. Learning algorithms do exactly the thing which their
name suggests, they learn. Either supervised or unsupervised, such algo-
rithms feast on huge amounts of data that is constantly being collected from
other machines, algorithms, and humans. Using this big data, learning algo-
rithms are able to infer control rules for almost every application imaginable.
From this comes the big question: Could this new kind of automation make
companies think twice before spending a lot of money on a bunch of skilled
engineers, journalists, analysts, lawyers, teachers, doctors and even artists?

The scientific community is split between two views about the shape of
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things to come. Some believe that the trend of changing for better jobs will
continue as it always has until now, while others support a view that the
number of newly generated jobs will not be able to compensate for the number
of lost jobs and the population growth.

A study from 2013 assessed the probability of job automation for 702 dif-
ferent occupations in the US [89], which is 97% of its total workforce. The
conclusion is that a staggering 47% of total US employment is at high risk of
being automated relatively soon. Moreover, the authors draw quite compelling
connections in the literature which makes this work well worth reading.

On the other hand, there are studies which suggest that such assessments
are overestimating the number of automatable jobs. For example, a study
from 2017 estimates the number of automatable jobs in the US to be around
9% [90]. The authors explain this unexpectedly low number to originate in
the heterogeneity of tasks within occupations. Namely, they take into account
the vast variation of tasks within one occupation, which the study from 2013
does not.

Another study, which is based on [89] and the Survey of Adult Skills (PI-
AAC) for the 32 OECD countries that have participated in it, estimates the
number of jobs which are at high risk of automation to be at around 14% [91].
Similarly to [90], this study uses individual level data which could explain this
much lower estimate of automatable jobs.

However, in an interesting follow-up discussion [92], it is pointed out that
the authors of [90] and [91] did not base their research only on tasks, but also
other data such as firm characteristics, personal data and individual worker
differences. According to them, the likelihood of a job being automated also
depends on factors such as sex, education, age, and income. As you can
imagine, not all can agree that this is the case.

Economics 2.0
Historically, it has been common to blame progress in automation for the rising
unemployment rate. Even more recently, some researchers have suggested that
automation could explain the 2007 - 2010 rapid increase in unemployment [93].
However, if you look at the current numbers and try to look past the calamity
which Covid-19 has caused, the unemployment rate was never lower [94].

Still, some theorists are hard at work in trying to warn us about the effects
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of progress in automation can have for our society in the future [95]. Accord-
ing to them, it looks like we are approaching a paradoxical point where the
algorithms generate an abundance of cheap resources and services, yet unaf-
fordable for the majority of people that will be left unemployed by the same
algorithms. A zero marginal cost society.

Some argue that the spoils of automation will be shared more unequally
than ever [96]. Even now, it is visible that some of the wealthiest companies
in the world employ a disproportionately small amount of people. The current
Covid-19 crisis did not help at all, in fact, strong companies have become even
stronger which made the gap between rich and poor even bigger.

An idea suggests radical taxing strategies, for instance such as imposing
an additional robot tax based on the amount of automated work within a
company [97]. This would either force companies to expand their workforce
as the company is growing in order to achieve an optimal increase in the
company’s gross income, or payout enormous tax money which could be used
to re-skill or re-train displaced workforce. There are also those who warn that
taxing automation could disrupt the economy, as such a hard policy could put
an overall halt on progress [98].

Another idea suggests enforcing a universal basic income, which is a regular
payment given to everyone in society to create a minimum income floor [99].
People would still have the opportunity to work, but in contrast to welfare,
a universal basic income would not be cancelled if the person would start
working, rather, the salary would be added on top.

Ethics 2.0
It is not a secret that self-driving cars are slowly but surely making their way
into everyday use. It is expected that the global autonomous car market is
going to reach $1.38 trillion in 2025 [100]. We work hard to research and
develop technology that will make self-driving cars reality, yet we rarely ask
ourselves what is the reason to do that. Is it to lower air pollution, reduce
traffic congestion and offer people a way to scroll through their Instagram feed
while their car is driving them to work? Or is it just because we can?

What we can hope for at least, is that autonomous driving will make our
roads safer. In 2018, the World Health Organization has reported that the
number of annual road traffic deaths has reached 1.35 million. Let that number
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sink in together with the fact that road traffic injuries are now the leading
killer of people aged 5-29 years [101]. We are bad drivers, and self-driving cars
don’t need to be perfect in order to drastically reduce that number, they just
have to be better than us. In fact, they already are.

Is this enough to push for a global replacement of human drivers? This
could have been an extreme example, but it puts into perspective some of
the ethical questions raised every day. For instance, in production, is it OK
to automate a part of manual assembly which is quite repetitive and injury
prone? [102] Or maybe, how can we develop and deploy reliable intelligent
applications that can guarantee consistently accurate and unbiased behavior?
[103]

80



CHAPTER 8

Summary of included papers

This chapter provides a summary of the included papers.

8.1 Paper A
Endre Erős, Martin Dahl, Atieh Hanna, Per-Lage Götvall, Petter Falk-
man and Kristofer Bengtsson
Development of an Industry 4.0 demonstrator using Sequence Planner
and ROS2
Published in Robot operating system (ROS): The complete reference
vol. 5, pp. 3–29, 2021.
Studies in Computational Intelligence book series (SCI, volume 895)
©Springer Nature Switzerland AG 2021
DOI: https://doi.org/10.1007/978-3-030-45956-7 .

This paper presents the development of an industrial demonstrator and the
control infrastructure Sequence Planner, together with some practical devel-
opment guidelines and lessons learned. The demonstrator includes robots,
smart tools, human-machine interfaces, online path and task planners, etc.
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8.2 Paper B

Endre Erős, Martin Dahl, Atieh Hanna, Anton Albo, Petter Falkman
and Kristofer Bengtsson
Integrated virtual commissioning of a ROS2-based collaborative and in-
telligent automation system
Published in conference proceedings of IEEE International Conference
on Emerging Technologies and Factory Automation (ETFA)
vol. 24, pp. 407–413, 2019.
©IEEE 2019
DOI: 10.1109/ETFA.2019.8869444 .

This paper discusses integrated virtual preparation and commissioning (IVPC)
of an engine assembly station. The purpose of virtual commissioning is to en-
able the control software, which controls and coordinates different devices in
a production process, to be tested and validated before physical commission-
ing. To support IVPC in intelligent automation systems, ROS2 components
are auto-generated to continuously test and improve the model in Sequence
Planner.

8.3 Paper C

Endre Erős, Martin Dahl, Petter Falkman and Kristofer Bengtsson
Evaluation of high level methods for efficient planning as satisfiability
Published in conference proceedings of IEEE International Conference
on Emerging Technologies and Factory Automation (ETFA)
vol. 26, 2021.
©IEEE 2021
DOI: 10.1109/ETFA45728.2021.9613254 .

This paper investigates and compares several methods for planning as sat-
isfiability. It does not however study the detailed tuning of SAT solvers, but
instead focuses on high level methods to improve planning performance, which
for example includes the structure of the model and how to call the solvers.
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8.4 Paper D

8.4 Paper D
Endre Erős, Martin Dahl, Petter Falkman and Kristofer Bengtsson
Towards compositional automated planning
Published in conference proceedings of IEEE International Conference
on Emerging Technologies and Factory Automation (ETFA)
vol. 25, pp. 416–423, 2020.
©IEEE 2020
DOI: 10.1109/ETFA46521.2020.9212040 .

This paper presents an implementation of a high-level compositional algo-
rithm that utilizes an incremental SAT solver as its planning engine. This
is achieved by generating abstractions from the main parameterized planning
problem, solving them using the incremental solver, and concatenating the
results in order to get a complete plan.
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1 Introduction

Abstract

In many modern automation solutions, manual off-line pro-
gramming is being replaced by online algorithms that dynam-
ically perform tasks based on the state of the environment.
Complexities of such systems are pushed even further with
collaboration among robots and humans, where intelligent ma-
chines and learning algorithms are replacing more traditional
automation solutions. This chapter describes the develop-
ment of an industrial demonstrator using a control infrastruc-
ture called Sequence Planner (SP), and presents some lessons
learned during development. SP is based on ROS2 and it is de-
signed to aid in handling the increased complexity of these new
systems using formal models and online planning algorithms
to coordinate the actions of robots and other devices. During
development, SP can auto generate ROS nodes and message
types as well as support continuous validation and testing. SP
is also designed with the aim to handle traditional challenges
of automation software development such as safety, reliability
and efficiency. In this chapter, it is argued that ROS2 together
with SP could be an enabler of intelligent automation for the
next industrial revolution.

1 Introduction
As anyone with experience with real automation development knows, develop-
ing and implementing a flexible and robust automation system is not a trivial
task. There are currently many automation trends in industry and academia,
like Industry 4.0, cyber-physical production systems, internet of things, multi-
agent systems and artificial intelligence. These trends try to describe how to
implement and reason about flexible and robust automation, but are often
quite vague on the specifics. When it comes down to the details, there is no
silver bullet [1].

Volvo Group Trucks Operations has defined the following vision to better
guide the research and development of next generation automation systems:
Future Volvo factories [2], will be re-configurable and self-balancing to better
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handle rapid changes, production disturbances, and diversity of the product.
Collaborative robots and other machines can support operators at worksta-
tions, where they use the same smart tools and are interchangeable wit opera-
tors when it comes to performing routine tasks. Operators are supported with
mixed reality technology, and are provided with digital work instructions and
3D geometry while interacting intuitively with robots and systems. Work-
stations are equipped with smart sensors and cameras that feed the system
with real-time status of products, humans, and other resources in the envi-
ronment. Moreover, they are supported by advanced yet intuitive control,
dynamic safety, online optimization and learning algorithms.

Many research initiatives in academia and industry have tried to introduce
collaborative robots (“cobots”) in the final assembly [3]–[5]. Despite their
relative advantages, namely that they are sometimes cheaper and easier to
program and teach [5] compared to conventional industrial robots, they are
mostly deployed as robots “without fences” for co-active tasks [6]. Current
cobot installations are in most cases not as flexible, robust or scalable as
required by many tasks in manual assembly. Combined with the lack of in-
dustrial preparation processes for these types of systems, new methods and
technologies must be developed to better support the imminent industrial
challenges [7].

The Robot Operating System and Sequence Planner
This chapter discusses some of the challenges of developing and implement-
ing an industrial demonstrator that includes robots, machines, smart tools,
human-machine interfaces, online path and task planners, vision systems,
safety sensors, etc. Coordination and integration of the aforementioned func-
tionality requires a well-defined communication interface with good monitor-
ing properties.

During the past decade, various platforms have emerged as middle-ware
solutions trying to provide a common ground for integration and communica-
tion. One of them is the Robot Operating System (ROS), which stands out
with a large and enthusiastic community. ROS enables all users to leverage an
ever-increasing number of algorithms and simulation packages, as well as pro-
viding a common ground for testing and virtual commissioning. ROS2 takes
this concept one step further, integrating the scalable, robust and well-proven
Data Distribution Service (DDS) as its communications layer, eliminating
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many of the shortcomings of ROS1.
ROS2 systems are composed of a set of nodes that communicate by sending

typed messages over named topics using a publish/subscribe mechanism. This
enables a quick and semi-standardized way to introduce new drivers and al-
gorithms into a system. However, having reliable communication, monitoring
tools, as well as a plethora of drivers and algorithms ready to be deployed
is not enough to be able to perform general automation. When composing a
system of heterogeneous ROS2 nodes, care needs to be taken to understand
the behavior of each node. While the interfaces are clearly separated into
message types on named topics, knowledge about the workings of each node
is not readily available. This is especially true when nodes contain an internal
state that is not visible to the outside world. In order to be able to coordinate
different ROS2 nodes, a control system needs to know both how to control the
nodes making up the system, as well as how these nodes behave.

To control the behavior of nodes, an open-source control infrastructure
called Sequence Planner (SP) has been developed in the last years. SP is
used for controlling and monitoring complex and intelligent automation sys-
tems by keeping track of the complete system state, automatically planning
and re-planning all actions as well as handling failures or re-configurations.

This chapter presents the development of a flexible automation control sys-
tem using SP and ROS2 in a transformed truck engine final assembly station
inspired by the Volvo vision. The chapter contributes with practical develop-
ment guidelines based on the lessons learned during development, as well
as detailed design rationales from the final demonstrator, using SP built on
top of ROS2.

The next section introduces the industrial demonstrator that will be used
as an example throughout the chapter. Section 3 discusses robust discrete
control, why distributed control states should be avoided and the good practice
of using state-based commands. The open-source control infrastructure SP is
introduced in Section 4 and the generation of ROS2 code for logic and tests
is presented in Section 5.
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2 An industrial demonstrator
The demonstrator presented in this paper is the result of a transformation
of an existing manual assembly station from a truck engine final assembly
line, shown in Figure 1, into an intelligent and collaborative robot assembly
station, shown in Figure 2.

Figure 1: The original manual assembly station.

In the demonstrator, diesel engines are transported from station to station in
a predetermined time slot on Automated Guided Vehicles (AGVs). Material to
be mounted on a specific engine is loaded by an operator from kitting facades
located adjacent to the line. An autonomous mobile platform (MiR100) carries
the kitted material to be mounted on the engine, to the collaborative robot
assembly station.

In the station, a robot and an operator work together to mount parts on the
engine by using different tools suspended from the ceiling. A dedicated camera
system keeps track of operators, ensuring safe coexistence with machines. The
camera system can also be used for gesture recognition.

Before the collaborative mode of the system starts, an authorized operator
has to be verified by a RFID tag. After verification, the operator is greeted
by the station and operator instructions are shown on a screen. If no operator
is verified, some operations can still be executed independently by the robot,
however, violation of safety zones triggers a safeguard stop.
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Figure 2: Collaborative robot assembly station controlled by a network of ROS2
nodes. A video clip: https://youtu.be/TK1Mb38xiQ8.

After the AGV and the kitting material have arrived, a Universal Robots
(UR10) robot and an operator lift a heavy ladder frame on to the engine.
After placing the ladder frame on the engine, the operator informs the control
system with a button press on a smartwatch or with a gesture, after which
the UR10 leaves the current end-effector and attaches to the nutrunner used
for tightening bolts. During this tool change, the operator starts to place 24
bolts, which the UR10 will tighten with the nutrunner.

During the tightening of the bolts, the operator can mount three oil filters.
If the robot finishes the tightening operation first, it leaves the nutrunner in a
floating position above the engine and waits for the operator. When the oper-
ator is done, the robot attaches a third end-effector and starts performing the
oil filter tightening operations. During the same time, the operator attaches
two oil transport pipes on the engine, and uses the same nutrunner to tighten
plates that hold the pipes to the engine. After executing these operations,
the AGV with the assembled engine and the empty MiR100 leave the collab-
orative robot assembly station. All of this is controlled by the hierarchical
control infrastructure Sequence Planner that uses ROS2.
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2.1 ROS2 structure
ROS2 has a much improved transport layer compared to ROS1, however,
ROS1 is still ahead of ROS2 when it comes to the number of packages and
active developers. In order to embrace the strengths of both ROS1 and ROS2,
i.e. to have an extensive set of developed robotics software and a robust way to
communicate, all sub-systems in the demonstrator communicate over ROS2
where a number of nodes have their own dedicated ROS1 master behind a
bridge [8].

A set of related nodes located on the same computer are called a hub [8],
where one or more hubs can be present on the same computer. ROS hubs are
considered to have an accompanying set of bridging nodes that pass messages
between ROS and ROS2.

In the demonstrator, ROS nodes are distributed on several computers shown
in Table 1, including standard PCs as well as multiple Raspberry Pies and a
Lattepanda Alpha (LP Alpha). Most of the nodes are only running ROS2.

No. Name ROS v. Computer OS Arch. Explanation
1 Tool ECU Dashing Rasp. Pi Ubuntu 18 ARM Smart tool and lifting system control
2 RSP ECU Dashing Rasp. Pi Ubuntu 18 ARM Pneumatic conn. control and tool state
3 Dock ECU Dashing Rasp. Pi Ubuntu 18 ARM State of docked end-effectors
4 MiRCOM Dashing LP Alpha Ubuntu 18 amd64 ROS2 to/from REST
5 MiR Kinetic+Dashing Intel NUC Ubuntu 16 amd64 Out-of-the-box MiR100 ROS Suite
6 RFIDCAM Dashing Desktop Win 10 amd64 Published RFID and Camera data
7 UR10 Kinetic+Dashing Desktop Ubuntu 16 amd64 UR10 ROS Suite
8 DECS Dashing Laptop Ubuntu 18 amd64 Sequence Planner

Table 1: Overview of the computers in the demonstrator. The ROS versions used
were Kinetic for ROS1 and Dashing for ROS2. Some nodes, like number
5 and 7, need both.

All computers in the system are communicating using ROS2 and they can
easily be added or removed. All computers connect to the same VPN network
as well, to simplify the communication over cellular 4G.

One important lesson learned was that ROS1 nodes should only commu-
nicate with a ROS1 master on the same computer, else the overall system
becomes hard to setup and maintain. During the demonstrator development,
we tried to use ROS2 nodes whenever possible, and we only used ROS2 for
communication between computers.

There is a number of available implementations of DDS, and since DDS is
standardized, ROS2 users can choose an implementation from a vendor that
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suits their needs. This is done through a ROS Middleware Interface (RMW),
which also exposes Quality of Service (QoS) policies.

QoS policies allow ROS2 users to adjust data transfer in order to meet
desired communication requirements. Some of these QoS policies include set-
ting message history and reliability parameters. This QoS feature is crucial,
especially in distributed and heterogeneous systems, since setups are usually
unique.

However, in the demonstrator described in this chapter, default settings
were sufficient for all nodes since there were no real-time requirements. Even
though standard QoS settings were used, how the messaging and communi-
cation was setup highly influenced the robustness of the system. In the next
section, we will study this in more details. The communication between the
hubs and the control system is in some cases auto-generated by Sequence
Planner and will be introduced in more details in Section 4.

The main focus when developing this demonstrator was to perform the
engine assembly using both humans and intelligent machines in a robust way.
Other important aspects are non-functional requirements like safety, real-time
constraints and performance. However, these challenges were not the main
focus when developing the demonstrator. This will be important in future
work, especially to handle the safety of operators.

3 Robust discrete control

The presented demonstrator consists of multiple sub-systems that need to be
coordinated and controlled in a robust way. A robust discrete control system
must handle unplanned situations, restart or failures of sub-systems, as well
as instructing and monitoring human behavior.

During development, we also learned that one of the most complex chal-
lenges for a robust discrete control system, is how to handle asynchronous and
non-consistent control states. In this section, we will therefore take a look at
this and why it is important to avoid having a distributed control state and
why state-based commands should be used instead of event-based. In many
implementations, this challenge is often neglected and handled in an ad-hoc
fashion. To better understand this challenge and how to handle it, let us start
with some definitions.
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3.1 States and state variables
There are many different ways to define the state of a system. For exam-
ple, if we would like to model the state of a door, we can say that it can
be: {opened, closed}, or maybe even: {opening, opened, closing, closed}. We
could also use the door’s angle, or maybe just a boolean variable. Depending
on what we would like to do with the model and what can we actually mea-
sure, we will end up with very different definitions. In this chapter, a model
of a state of a system is defined using state variables:

Definition 1: A state variable v has a domain V = {x1, . . . , xn}, where
each element in V is a possible value of v. There are three types of variables:
vm: measured state variables, ve: estimated state variables, and vc: com-
mand state variables. For simplicity, we will use the following notation when
defining a variable: v = {x1, . . . , xn}.

State variables are used when describing the state of a system, where a state
is defined as follows:

Definition 2: A state S is a set of tuples S = {⟨vi, xi⟩, . . . , ⟨vj , xj⟩}, where
vi is a state variable and xi ∈ Vi is the current value of the state variable.
Each state variable can only have one current value at the time.

Let us go back to the door example to better understand states and state
variables. The door can for example have the following state variables:

pose = {opened, closed}

lockedm = {true, false}

In this example, the position of the door is either opened or closed and
is defined by the estimated state variable pose. It is called estimated since
we can not measure the position of this example door. The pose variable
must therefore be updated by the control system based on what actions have
been executed (e.g. after we have opened the door, we can assume that it is
opened).

The door also has a lock, that can either be locked or not, and is defined
by the measured state variable lockedm. It is called measured since this door
has a sensor that tells us if the door is locked or not.
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The door can be in multiple states, for example, the state {⟨pose, closed⟩,
⟨lockedm, true⟩} defines that the door is closed and locked. To be able to
change the state of the door, a control system needs to perform actions that
unlocks and opens the door.

3.2 Event-based commands and actions
When controlling different resources in an automation system, a common
control approach is for the control system to send commands to resources,
telling them what to do or react on. Also, the control system reacts on various
events from the resources. When communicating in this fashion, which we can
call event-based communication, all nodes will wait for and react on events.
This type of communication and control often leads to a highly reactive system
but is often challenging to make robust.

In ROS2, nodes communicate via topics, services or actions. It is possible to
get some communication guarantees from the QoS settings in DDS, however,
even if the communication is robust, we learned the hard way that it is
not easy to create a robust discrete control system using only event-based
communication. To better explain this, let us study how one of the nodes
from the demonstrator could have been implemented, if we have had used
event-based communication:

The nutrunner: event-based communication
In the demonstrator, either the robot or the human can use the nutrun-
ner. When started, it runs until a specific torque or a timeout has been
reached. In the example, the nutrunner is controlled by the following
commands: start or reset, and responds with the events done or failed.
The communication could be implemented with ROS actions but for
simplicity, let us use two publish-subscribe topics and the following ROS
messages:

# ROS2 topic: /nutrunner/command
string cmd # 'start', or 'reset'

# ROS2 topic: /nutrunner/response
string event # 'done', or 'failed'

ex.
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To start the nutrunner, the start command message is sent to the
nutrunner node, which will start running. When a specific torque is
reached, the node sends a done event back. If for some reason the torque
is not reached after a timeout, or if the nutrunner fails in other ways, it
will respond with a failed event. To be able to start the nutrunner again,
the reset command must be sent to initialize the nutrunner.

If we can guarantee that each message is only received once and ev-
erything behaves as expected, this may work quite fine. However, if for
some reason either the controller or the node fails and restarts, we will
have a problem. If the controller executes a sequence of actions, it will
assume that it should first send the start command and then wait for
done or failure. However, if the nutrunner node is in the wrong state, for
example if it is waiting for a reset command, nothing will happen. Then
the control sequence is not really working, since the states of the two
nodes are out of sync (i.e. the control node thinks that the nutrunner
node is in a state where the control can send start).

A common problem in many industrial automation systems is that the state
of the control system gets out of sync with the actual states of some resources.
The reason for this is that many implementations are based on sequential con-
trol with event-based communication to execute operations, with the assump-
tion that the sequence always starts in a well defined global state. However,
this is often not the case, e.g. when a system is restarted after a break or a
failure.

During development, we learned that in order to achieve flexibility and to
handle failures and restart, a system should never be controlled using strict
sequences or if-then-else programming. When the control system gets out of
sync, the common industrial practice is to remove all products and material
from the system, restart all resources and put them in well defined initial
“home” states. Since we need a robust control that can handle resource fail-
ures, flexible and changing work orders and other unplanned events, a better
control strategy is needed.

So, if the problem is that some nodes need to know the states of other
nodes, maybe we can solve this by sharing internal state of the node and keep
the event-based communication?
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3.3 Distributed state
If each node shares its state and is responsible for updating it, we can say
that the global state and the control is distributed on all nodes. This is a
popular control strategy in many new automation trends, since it is simple to
implement and hide some of the node details from other nodes. Let us take
a look at how a distributed control strategy could have been implemented in
the nutrunner example:

The nutrunner: Sharing state

In this example, the node communicates with the hardware via 1 digital
output and 3 digital inputs. These can be defined as state variables:

runc = {false, true}

runm = {false, true}

tqrm = {false, true}

failm = {false, true}

To run the nutrunner, the command state variable runc is set to true,
which is a digital output, and then the nutrunner responds back by set-
ting the measured state variable runm to true when it has started. When
the torque has been reached, tqrm becomes true, or if it fails or time-
outs, failm becomes true. These inputs are reset to false by setting
runc to false again, which can also be used during execution to stop the
nutrunner.

Since the nutrunner node is controlled via events (like in the example
before), it does not need to expose these details, but instead implements
this as an internal node control loop. In our example it communicates
its state using the following message:

# ROS2 topic: /nutrunner/state
string state #'idle', 'running', 'torque', or 'failed'

Now, when the nutrunner node is sharing its state, it is easier for an
external control system to know the correct state and act accordingly.

ex.
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However, it is quite challenging to implement a robust state machine that
actually works as expected.

When hiding implementation details by using a distributed control state,
like in the nutrunner example, the control will initially appear to be simple to
implement and may work at first. However, based on our struggling during
the demonstrator development, we found out that it is still quite hard to
implement fully correct logic in each node and keep the states of all nodes
in sync with each other. The main reason for this is that the control system
anyway needs to know the details of each node to actually figure out how to
restart a system when something happens. So, the lesson learned: restart
of most nodes almost always depends on the state of other nodes.

It is also challenging to handle safety concerns where the system must guar-
antee some global specifications when the detailed control is distributed. We
have learned the hard way that a local control loop and internal state in
each node almost always becomes tangled with multiple cross-cutting concerns
making the complete system hard to maintain and troubleshoot. Another ap-
proach is to centralize the control and to use state-based commands.

3.4 State-based commands
The benefit of centralized control is that the control system knows about ev-
erything and can guarantee global requirements. It can figure out the optimal
operation sequence and can restart the complete system in an efficient way.

In the door control earlier, the controller sent the open event and then it was
waiting for the done event. When using state-based commands, the controller
instead sends a reference position, refposc, telling the door what state it wants
it to be in while the door is sending back its real state. These messages are
sent when something changes as well as at a specific frequency. If one of the
commands is lost, another one will soon be sent.

Let us look at how a state-based command could be implemented for the
nutrunner example.

The nutrunner: State-based communication
Instead of using events to control the nutrunner, the control system and
the node instead communicate using the already defined state variables

ex.
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with the following messages:

# ROS2 topic: /nutrunner/command
bool run_c

# ROS2 topic: /nutrunner/state
bool run_m
bool tqr_m
bool fail_m
bool run_c

The control system is sending a reference state while the nutrunner is
returning its current state as well as mirroring back the reference. The
centralized control system now knows everything about the nutrunner
since in practice, the detailed control loop is moved from the nutrunner
node to the control node. The mirror is monitored by an external ROS2
node which checks that all nodes are receiving their commands.

During the development of the demonstrator, we discovered that by using
state-based commands and avoiding local states in each node, it is possible to
implement control strategies for efficient restart, error handling, monitoring
and node implementation. It is much easier to recover the system by just
restarting it, since the nodes do not contain any local state. Stateless nodes
also makes it possible to add, remove or change nodes while running, without
complex logic. This has probably been one of the most important lessons
learned during the development.

The control of the demonstrator is using centralized control, a global state,
and state-based communication. While state-based communication requires
a higher number of messages to support control compared to event-based
communication, and centralized control with a global state is harder to scale
compared to decentralized approaches, we believe that these trade-offs are
worth it when creating a robust and efficient control architecture for these
types of automation systems. Perhaps the bigger challenge with this approach
though, is that the control system needs to handle all the complexity to make it
robust. To aid in handling this complexity, we have developed a new control
infrastructure called Sequence Planner for robust automation of many sub-
systems.
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4 Sequence Planner
The use of state-based commands introduced in Section 3 implies that a num-
ber of devices should continuously get a reference (or goal) state. An overall
control scheme is then needed in order to choose what these goal states should
be at all time. At the same time, the control system should react to external
inputs like state changes or events from machines, operators, sensors, or cam-
eras. Developing such systems quickly becomes difficult due to all unforeseen
situations one may end up in. Manual programming becomes too complex
and executing control sequences calculated off-line become very difficult to
recover from when something goes wrong.

Several frameworks in the ROS community are helping the user with com-
posing and executing robot tasks (or algorithms). For example, the framework
ROSPlan [9] that uses PDDL-based models for automated task planning and
dispatching, SkiROS [10] that simplifies the planning with the use of a skill-
based ontology, eTaSL/eTC [11] that defines a constraint-based task specifica-
tion language for both discrete and continuous control tasks or CoSTAR [12]
that uses Behavior Trees for defining the tasks. However, these frameworks
are mainly focused on robotics rather than automation.

4.1 A new control infrastructure
Based on what we learned, we have employed a combination of on-line au-
tomated planning and formal verification, in order to ease both modeling and
control. Formal verification can help us when creating a model of the correct
behavior of device nodes while automated planning lets us avoid hard-coded
sequences and “if-then-else” programming and allowing us to be resource-
agnostic on a higher level. We end up with a control scheme that continuously
deliberates the best goals to distribute to the devices. This is implemented in
our research software Sequence Planner (SP).

SP is a tool for modeling and analyzing automation systems. Initially [13],
the focus was on supporting engineers in developing control code for pro-
grammable logical controllers (PLCs). During the first years, algorithms
to handle product and automation system interaction [14], and to visualize
complex operation sequences using multiple projections [15] were developed.
Over the years, other aspects have been integrated, like formal verification
and synthesis using Supremica [16], restart support [17], cycle time optimiza-
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Figure 3: Sequence Planner control infrastructure overview.

tion [18], energy optimization and hybrid systems [19], online monitoring and
control [20], as well as emergency department online planning support [21].
Recently, effort has been spent to use the developed algorithms and visu-
alization techniques for control and coordination of ROS- and ROS2-based
systems [22]. This section will give an overview of how SP can be used to
develop ROS2-based automation systems.

The remainder of this section will describe how these SP control models
look like, starting from the bottom up of the left part of Fig. 3. In Section 5 it
is described how the model is translated into ROS2 nodes with corresponding
messages (top right of Fig. 3. Because model-based control is used, it is
essential that the models accurately represent the underlying systems (bottom
of Fig. 3). Therefore Section 5.2 describes how randomized testing is used to
ease the development of ROS2 nodes.
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4.2 Resources
Devices in the system are modeled as resources, which groups the device’s
local state and discrete descriptions of the tasks the device can perform. Recall
Definition 1, which divides system state into variables of three kinds: measured
state, command state, and estimated state.

Definition 3: A resource i is defined as ri = ⟨V m
i , V c

i , V e
i , Oi⟩, ri ∈ R

where V m
i is a set of measured state variables, V c

i is a set of command
state variables, V e

i is a set of estimated state variables, and Oi is a set of
generalized operations defining the resource’s abilities.

R is the set of all resources in the system.
The resources defined here are eventually used to generate ROS2 nodes and

message definition files corresponding to state variables.

4.3 Generalized operations
Control of an automation system can be abstracted into performing operations.
By constructing a transition system modeling how operations modify states
of the resources in a system, formal techniques for verification and planning
can be applied. To do this in a manner suitable to express both low-level
ability operations and high-level planning operations, we define a generalized
operation.

Definition 4: A generalized operation j operating on the state of a resource
i is defined as oj = ⟨Pj , Gj , T d

j , T a
j , T E

j ⟩, oj ∈ Oi. Pj is a set of named pred-
icates over the state of resource variables Vi. Gj is a set of un-named guard
predicates over the state of Vi. Sets T d and T a define control transitions that
update Vi, where T d defines transitions that require (external from the ability)
deliberation and T a define transitions that are automatically applied whenever
possible. T E

j is a set of effect transitions describing the possible consequences
to V M

i of being in certain states. A transition ti ∈ {T d ∪ T a ∪ T E} has
a guard predicate which can contain elements from Pj and Gj and a set of
actions that update the current state if and only if the corresponding guard
predicate evaluates to true.

T d
j , T a

j , and T E
j have the same formal semantics, but are separated due to

their different uses. The effect transitions T E
j define how the measured state

is updated, and as such they are not used during actual low-level control like
the control transitions T d

j and T a
j . They are important to keep track of since
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they are needed for on-line planning and formal verification algorithms, as
well as for simulation based validation.

It is natural to define when to take certain actions in terms of what state
the resource is currently in. To ease both modeling, planning algorithms and
later on online monitoring, the guard predicates of the generalized operations
are separated into one set of named (Pj) and one set of un-named (Gj) predi-
cates. The named predicates can be used to define in what state the operation
currently is in, in terms of the set of local resource states defined by this pred-
icate. The un-named predicates are used later in Section 4.6 where the name
of the state does not matter.

4.4 Ability operations
The behavior of resources in the system is modeled by ability operations (abil-
ities for short). While it is possible to define transitions using only un-named
guard predicates in G (from Definition 4), it is useful to define a number of
“standard” predicate names for an ability to ease modeling, reuse and support
for online monitoring. In this work, common meaning is introduced for the
following predicates: enabled (ability can start), starting (ability is starting,
e.g. a handshaking state), executing (ability is executing, e.g. waiting to be
finished), finished (ability has finished), and resetting (transitioning from fin-
ished back to enabled). In the general case, the transition between enabled
and starting has an action in T d, while the transition from finished has an
action in T a. In other types of systems, other “standard” names could be
used (e.g. request and receive).

The nutrunner: resource and ability template

The resource nr containing state variables of the nutrunner can be de-
fined as rnr = ⟨{runm, tqrm, failm}, {runc}, ∅, Onr⟩. Notice that V e

nr =
∅. This is the ideal case, because it means all local state of this resource
can be measured.

The table below shows the transitions of a “run nut” ability, where
each line makes up one possible transition of the ability. The ability
models the task of running a nut, by starting to run the motors forward
until a pre-programmed torque (tqrm) has been reached. Notice that for

ex.

A19



Paper A

this ability, G = ∅. Control actions in T d are marked by ⋆.

pred. name predicate control actions effects

enabled ¬runc ∧ ¬runm runc = T⋆ -
starting runc ∧ ¬runm - runm = T

executing runc ∧ runm ∧ ¬tqrm - tqrm = T ∨ failm = T

finished runc ∧ runm ∧ tqrm runc = F -
failed runc ∧ runm ∧ failm runc = F -
resetting ¬runc ∧ runm - runm = F , tqrm = F , failm = F

To implement this logic, we have learned that it is as complex as
implementing it in a distributed state machine, which we talked about
in Section 3. However, since this model is directly verified and tested
together with the complete system behavior, we directly find the errors
and bugs. This is much harder in a distributed and asynchronous setup.

While abilities make for well isolated and reusable components from which
larger systems can be assembled, they can mainly be used for manual or
open loop control. The next step is therefore to model interaction between
resources, for example between the robot and the nutrunner, or between the
state of the bolts and the nutrunner.

4.5 Modeling resource interaction
Fig. 3 illustrates two types of interaction between resources: “specification
for safe device interaction” and “effects modeling of device interaction”. The
latter means modeling what can happen when two or more devices interact.
As it might not be possible to measure these effects, many of them will be
modeled as control actions updating estimated state variables.

Given a set of resources and generalized operations as defined by Defini-
tion 4, a complete control model is created by instantiating the needed oper-
ations into a global resource rg (rg ̸∈ R). Additional estimated state added
if needed in order to express the result of different resources interacting with
each other. See Example 4.2.

Safety specifications are created to ensure that the resources can never do
something “bad”. The instantiated ability operations can be used together
with a set of global specifications to formulate a supervisor synthesis problem
from the variables and transitions in rg. Using the method described in [23],
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the solution to this synthesis problem can be obtained as additional guard
predicates on the deliberate transitions in T d. Examples of this modeling
technique can be found in [24], [25]. By keeping specifications as a part of
the model, we learned that there are fewer points of change which makes
for faster and less error-prone development compared to changing the guard
expressions manually.

4.6 Planning operations
While ability operations define low-level tasks that different devices can per-
form, planning operations model how to make the system do something use-
ful. As the name suggests, planning operations define intent in the form goal
states.

A planning operation has a preconditions which define when it makes sense
to try to reach the goal, and a postcondition specifying a target, or goal, state.
Planning operations also introduce an estimated state variable oe to keep track
of its own state, oe = {initial, executing, finished}. When in the initial state,
if the precondition is satisfied, the planning operation updates its estimated
state variable to executing which will trigger this planning operation to be
considered by the on-line planner. When the goal is reached, the operation’s
state variable transitions to finished, and the goal is removed from the on-line
planner.

The nutrunner: Specifying device interaction and planning op-
erations
We would like to create a planning operation called TightenBolt1. When
a bolt is in position, which is a precondition of TightenBolt1, the oper-
ation instructs the system to reach the goal where bolt1 has been tight-
ened. This will happen when the nutrunner has reached the correct
torque and the robot is in the correct position at the bolt.

The robot has a number of state variables and in this example, we are
interested in its position, where the measured state variable ur.posm =
{pos1, . . . , posn} defines what named pose the robot can be in. In our
system we would also like to know the state of bolt1, which is modeled
with the estimated state variable bpe

1 = {empty, placed, tightened}. This
state variable is not only used by one ability, but in multiple abilities and

ex.
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planning operations. If a variable is only used by planning operations, it
is updated by their actions when starting or when reaching the goal, but
in this case also other abilities need to know the state of the bolts.

For the planner to be able to find a sequence of abilities that can reach
the goal, an ability needs to take the action bpe

1 = tightened. The nut
running ability or the robot can be extended with this extra action, but
then special variants of abilities need to be made. If, for example, we
extend the nut running ability, it needs to be duplicated for each bolt
with just minor differences.

A better approach is to generate new special abilities to track these
results. In this case, an ability is created only with the following transi-
tion:

pred. name predicate control actions effects

- tqrm ∧ ur.posm = bp1 bpe
1 = tightened -

A natural way to model TightenBolt1, is to start in the pre-state
defined by its precondition bpe

1 = placed and end in the post-state defined
by the postcondition bpe

1 = tightened. The figure below shows a planning
operation, with a sequence of dynamically matched ability operations (to
the right) to reach the goal state bpe

1 = tightened.

Modeling operations in this way does two things. First, it makes it possible
to add and remove resources from the system more easily - as long as the
desired goals can be reached, the upper layers of the control system do not
need to be changed. Second, it makes it easier to model on a high level,
eliminating the need to care about specific sequences of abilities. As shown in
Example 4.2, the operation TightenBolt1 involves sequencing several abilities
controlling the robot and the tool to achieve the goal state of the operation.
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4.7 Execution engine
The execution engine of the control system keeps track of the current state
of all variables, planning operations, ability operations and two deliberation
plans. The execution engine consists of two stages, the first evaluates and
triggers planning operation transitions and the second evaluates and triggers
ability operation transitions. When a transition is evaluated to true in the
current state and is enabled, the transition is triggered and the state is up-
dated. After the two steps have been executed, updated resource state is sent
out as ROS2 messages.

Each stage includes both deliberation transitions and automatic transitions.
The automatic transitions will always trigger when their guard predicate is
true in the current state, but the deliberation transitions must also be enabled
by the deliberation plan. The deliberation plan is a sequence of transitions
defining the execution order of deliberation transitions. The plan for the
planning operation stage is defined either by a manual sequence or by a planner
or optimizer on a higher level. For the ability stage, the deliberation plan is
continuously refined by an automated planner that finds the best sequence of
abilities to reach a goal defined by the planning operations.

In this work, planning is done by finding counter-examples using bounded
model checking (BMC) [26]. Today’s SAT-based model checkers are very effi-
cient in finding counter-examples, even for systems with hundreds of variables.
By starting in the current state, the model of the system is unrolled to a SAT
problem of increasing bound, essentially becoming an efficient breadth-first
search. As such, a counter-example (or deliberation plan) is minimal in the
number of transitions taken from the current state. Additionally, well-known
and powerful specification languages like Linear Temporal Logic (LTL) [27]
can be used to formulate constraints.

When decisions are taken by the SP execution engine instead of by the
resources themselves, nodes essentially become shallow wrappers around the
actual devices in the system. The fact that the core device behavior is modeled
in SP allows for generation of a lot boilerplate code (and tests!) in the nodes,
which is described in the next section.
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5 Auto generated ROS nodes
The architecture of the system is based on the ROS hubs described in Sec-
tion 2.1 and in [8], which allow us to separate the system into functional
entities. Each ROS hub represents one SP resource which is exchanging mes-
sages based on the SP model of the resource. Based on these models of
resources, SP’s component generator module generates a set of ROS2 nodes
with accompanying messages during compile-time.

5.1 Auto generated code for resource
Five nodes per resource hub are generated: interfacer, emulator, simulator,
driver and test. The interfacer node serves as a standardized interface node
between SP and nodes of the resource. Emulator nodes are generated based
on abilities defined in SP and are used when testing the control system since
they emulate the expected behavior of the ability. Simulator and driver nodes
implement the actual device control and also an initial template to be used
when implementing the connection with the real drivers in ROS. Test nodes
implement automatic testing of simulator and driver nodes based on the SP
model.

To use the abilities in formal planning algorithms and to support testing
of the SP model without being connected to the real subsystem, measured
variables must be updated by someone. We have chosen to place this updating
as individual emulation nodes [28]rather than to let SP perform it internally.
This allows us to always maintain the structure of the network which allows
an easy transition to simulated or actual nodes at any time, while at the same
time keeping the core execution engine uncluttered. The internal structure of
the emulator node is quite simple and can be fully generated based on the SP
model. This is because the internal state of an emulation does not have to
reflect the internal state of the target which it is emulating, it only needs to
mimic the observable behavior to match an existing target.

After the SP model has been tested with generated emulator nodes, the
next step in the workflow is to use a variety of simulators instead of emula-
tors connected in the ROS2 network via simulator nodes. These nodes are
partially generated based on the model of the resource and partially manually
assembled. The manually assembled part is decoupled from the main node
and is imported into the simulator so that the node itself can be independently
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re-generated when the SP model changes.
These imports contain interface definitions for specific hardware and soft-

ware. In the example of the nutrunner, the driver node is run on a Raspberry
Pi and its manually written part contains mapping between variables and
physical inputs and outputs.

Per resource, the Simulator node talks to SP over the interfacer node using
same message types generated for all three nodes, emulator, simulator and
driver. This way, the interfacer node does not care if the equipment is real,
simulated or just emulated.

The driver nodes are in most cases exactly the same as simulator nodes,
however we distinguish them by trying to be general. Both the simulator and
the driver nodes use same imported manually assembled interfacing compo-
nents.

The nutrunner: model-based component generation

Given the nutrunner’s “run nut” ability defined in Example 4.1, the com-
ponent generator module generates one ROS2 package containing the
different node types for that resource and another package containing
the necessary message types:

ex.
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5.2 Model based testing
Unit-testing is a natural part of modern software development. In addition
to the nodes generated from SP models, tests are also generated. Because the
SP model clearly specifies the intended behavior of the nodes via effects, it is
also possible to generate tests which can be used to determine if the model
and the underlying driver implementation do in fact share the same behavior.
The generated tests are run over the ROS2 network, using the same interfaces
as the control system implementation. This enables model based testing using
a seamless mixture of emulated, simulated, and real device drivers, which can
be configured depending on what is tested. Based on what we learned, the
generated unit tests can:

• ensure that the device drivers and simulated devices adhere to the be-
havior specified in the SP model.

• help eliminate “simple” programming errors that waste development re-
sources, for example making sure that the correct topics and message
types are used for user-written code.

• provide means to validate if the specifications in the SP model make
sense. While formal methods can guarantee correctness w.r.t. some
specification, writing the specification is still difficult and needs to be
supported by continuous testing.

The tests generated by SP employ property-based testing using the Hy-
pothesis library [29], which builds on ideas from the original QuickCheck [30]
implementation. These tools generate random test vectors to see if they can
break user-specified properties. If so, they automatically try to find a minimal
length example that violates the given properties. The properties that need
to hold in our case are that effects specified in the SP model always need to
be fulfilled by the nodes implementing the resource drivers. Of course, when
bombarded by arbitrary messages, it is not surprising to also find other errors
(e.g. crashes).

The nutrunner: automated testing during node development

Let’s exemplify with the nutrunner resource again. The figure below
shows the invocation of pytest for executing a generated unit test. The

ex.
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test will send arbitrary commands to the nutrunner node, via the same
interface that SP uses for control, and check that the responses from the
system match what is expected in the SP model.

The test fails, showing the generated test vector for which the effect
failed to emerge, as well the message last observed on the ROS2 network.
This makes it easier to spot problems which often arise due to the model
and the actual device behavior differing. In this case, it turns out that the
driver node does not properly reset tqrm when runc resets. Investigating
how the driver node works yields:

msg.tqr_m = GPIO.input(self.gpi5) == 1

It can be seen from the snippet above that the driver node simply for-
wards what the lower-level device emits to some input pin. It turns out
that for this particular nutrunner, the torque reached flag is reset only
when the output used to set start running forward goes high.

Instead of introducing more state, and with that, complexity to the
driver node, the proper fix for this is to go back and change the SP
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model to reflect the actual behavior of the node. By moving the torque
reset effect from the resetting state to the starting state of the ability
template definition and re-generating our package, the generated test
now succeeds:

The nutrunner node should now be safe to include in the automation
system.

The unit-test described in Example 5.2 deals only with testing one resource
individually: it is not the instantiated abilities but the templates that are
tested. This means that additional preconditions (e.g. handling zone booking)
are not tested in this step. As such, while the real driver for the nutrunner
could, and probably should be subjected to these kinds of tests, it is not
safe to do with, for instance, a robot. Triggering random target states (e.g.
robot movements) would be dangerous and such tests need to be run in a
more controlled manner. Luckily ROS2 makes it simple to run the tests on a
simulated robot by simply swapping which node runs.

It can also be interesting to generate tests from the complete SP model.
Consider an ability ur.moveTo for moving the UR robot between predefined
poses, that is instantiated for a number of different target poses, each with a
different precondition describing in which configuration of the system the move
is valid. If a simulated node triggers a simulated protective stop when colli-
sions are detected (e.g. between collision objects in the MoveIt! framework), it
becomes possible to test whether the SP model is correct w.r.t allowed moves
(it would not reach the target if protective stop is triggered). In fact, such a
test can be used to find all the moves that satisfy the stated property, which
eases modeling.
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5.3 Node management and integrated testing
The first step in the engineering workflow would be testing the model with
emulator nodes, iterating the model until the desired behavior is reached.
Afterwards, a simulation or real hardware can be interfaced for one of the
resources, while the others remain emulated. This way, targeted model prop-
erties can be tested.

To extend the usability of code generation, a node manager is generated
to launch node groups for different testing and commissioning purposes, sup-
porting testing of targeted model properties.

Testing the model using emulator nodes can be referred to as virtual com-
missioning (VC) [31]. The purpose of VC is to enable the control software,
which controls and coordinates different devices in a production station, to be
tested and validated before physical commissioning.

The concept of integrated virtual preparation and commissioning (IVPC)
[32] aims to integrate VC into the standard engineering workflow as a con-
tinuous support for automation engineers. Exactly this is gained with the
described workflow of continuous model improvements, autogeneration of com-
ponents and testing using ROS2 as a common platform that supports inte-
gration of different smart software and hardware components.

So, during the development, we have learned, that model-based code gen-
eration speeds up development and eliminates a lot of coding related errors
since components are generated as a one-to-one match to the model. This
enables for continuous model improvements during development based on be-
havior of the generated emulator node.

6 Conclusions
This chapter has presented the development of a industrial demonstrator and
the control infrastructure Sequence Planner, together with some practical de-
velopment guidelines and lessons learned. The demonstrator includes robots,
machines, smart tools, human-machine interfaces, online path and task plan-
ners, vision systems, safety sensors, optimization algorithms, etc. Coordi-
nation and integration of all these functionality has required the well-defined
communication interface provided by ROS2 as well as the robust task planning
and control of Sequence Planner.

From a technical perspective, ROS2, is an excellent fit for industry 4.0 sys-
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tems as shown in this chapter. However, being a well-structured and reliable
communication architecture is just one part of the challenge. As we have
shown, various design decisions will greatly influence the end result, for ex-
ample in choosing how to communicate between nodes or in how the system
behavior is modeled.

Since the presented control approach uses state based communication, the
nodes are continuously sending out messages. This implies that care needs
to be taken to avoid flooding the network. However, during work on the
demonstrator, the bottleneck was more related to planning time rather than
network capacity. Future work should include studying how many resources
can be handled by SP, at what publishing frequency messages can be reliably
received and how this is influenced by different QoS settings.

During the development and implementation of the industrial demonstrator,
we learned that:

• To be able to restart the control system, it was important to avoid
distributed control state, as the restart of a node almost always depends
on the states of other nodes .

• To make the intelligent automation robust and functional, it was much
easier to have a centralized control approach.

• It was easier to handle failures, troubleshoot, and maintain the system
when using state-based commands.

• For the system to be flexible and robust, we had to stay away from
hard-coded control sequences and if-then-else programming.

• Online automated planning and optimization is necessary for any type
of intelligent automation.

• It is impossible to develop these types of systems without continuous
testing and verification.

The major challenges during development were always related to imple-
mentation details and we learned the hard way that the devil is in the details.
Developing any type of automation systems will never be a simple task, but
it is possible to support the creative design process using algorithms. The
control infrastructure Sequence Planner is an open source project that can be
found here: http://github.com/sequenceplanner/sp.
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1 Introduction

Abstract

In order to adapt to stricter system delivery and integration
requirements, virtual commissioning (VC) has become a well
adopted practice in industry. VC is getting increasingly inte-
grated into the overall engineering process, where the control
software is continuously tested with the virtual plant model.
At the same time, collaborative and intelligent automation
systems are becoming an important part of modern indus-
tries. In these complex systems, humans perform operations
together with collaborative robots, intelligent machines and
smart tools. However, performing VC of such complex, dis-
tributed and heterogeneous systems demands new ways of in-
terfacing different hardware and software components. This
paper discusses the requirements, process and results of inte-
grated virtual commissioning of an industrial collaborative and
intelligent automation system use-case. Moreover, this indus-
trial use-case illustrates challenges and exemplifies the need to
use the next generation Robot Operating System (ROS2) due
to its robust communication layer as well as easy integration
with smart devices and algorithms.

1 Introduction
Global demand for high quality products with short life-cycles, that are rea-
sonably priced, is growing. Meanwhile, the variability of such products is
rapidly increasing to meet demands of a wider range of customers. In order
to stay competitive, companies are decreasing innovation cycles and product
delivery times [1]. These changes cause a paradigm shift in companies to-
wards more flexibility and reconfigurability to respond quickly and efficiently
to changing production requirements and market demands [2].

Volvo, being a global truck manufacturer, experiences these changes [3].
The vision for a Volvo factory of the future is that is must be more flexible in
order to handle the challenges imposed by this paradigm shift [3].

One of the adaptation strategies is the inclusion of collaborative [4] and
intelligent automation systems in production. The ergonomic environment in
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such production systems enables operators to interface the system through a
range of smart human-machine interfaces (HMIs). While collaborative robots
and machines support operators at workstations, safety is ensured by dedi-
cated camera and sensor systems and on-line path planning [5]. An example
implementation of a safety system using a Microsoft Kinect V2 camera is
shown in Fig. 1, [6]. Moreover, humans and robots use common smart tools
and are interchangeable when it comes to standard tasks [7].

Another strategy is to perform virtual commissioning (VC) [8] using simu-
lated production systems. The purpose of VC is to enable the control software,
which controls and coordinates different devices in a production station, to be
tested and validated before physical commissioning.

However, a knowledge gap exists between simulation and control system
development since they are traditionally decoupled activities in industry [9].

Figure 1: Example of a dedicated operator safety camera feed.

A concept of integrated virtual commissioning (IVC) emerges, which aims
to integrate VC into the standard engineering workflow as a continuous sup-
port for automation engineers [10]. Additionally, virtual preparation joins this
workflow, extending IVC into integrated virtual preparation and commission-
ing (IVPC) [11].

However, performing IVPC of such complex heterogeneous systems de-
mands a common platform that supports integration of different smart soft-
ware and hardware components.

In order to ease integration and development of different types of online
algorithms for sensing, planning and hardware control, various platforms have
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emerged as middle-ware solutions. One platform that stands out is the Robot
Operating System (ROS) and its success can be measured by having over 16
million downloads in 2018 [12].

The next generation ROS2 is currently developed, where the developers
implemented the Object Management Group standard DDS as the commu-
nication middleware considering it to be scalable, robust and well-proven in
mission-critical systems. As a result, DDS enables large scale distributed
control architectures and implementation of ROS in real-world industrial au-
tomation systems.

In the industrial use-case presented in this paper, the forementioned gap in
the engineering workflow is bridged using ROS2 as a communication middle-
ware and a platform for continuous integration and testing of simulation,
visualization and control.

This paper explains the tools and methods used to perform IVPC of a
collaborative and intelligent automation system. Section 2 briefly explains
the use-case and goes through the components showing the overall complexity
of the system. A quick overview of traditional VC is extended with newer
concepts of VC in Section 3. Section 4 touches upon humans as part of
the loop in VC and discusses different methods of including humans in VC.
Section 5 goes through the components of the control system and Section 6
shows implementation of some of those components. The paper is concluded
in Section 7 with a short overview of the paper and the achieved results.

2 The collaborative and intelligent automation
system use-case

It is challenging to develop collaborative and intelligent automation systems
[7] since they involve smart algorithms, advanced sensors, human operators
and collaborative robots. Because of this, it is almost impossible to develop
all aspects of the system without IVPC.

In this paper, this is highlighted in a collaborative robot assembly station
located in a Volvo Trucks engine manufacturing facility in Skövde, Sweden
(shown in Figure 2).

This industrial use-case demonstrates the design of a workstation where
both humans and robots work in a collaborative and co-active fashion. Par-
ticularly in this use-case, a collaborative robot and a human operator perform
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Figure 2: The collaborative robot assembly station.

assembly operations on a diesel truck engine.
In the use-case station, an Automated Guided Vehicle (AGV) that carries a

diesel truck engine and an autonomous mobile platform (MiR100) that carries
the kitted material to be mounted on the engine, enter the collaborative robot
assembly station. An engine ladder frame, three oil filters and several oil
transport pipes are to be mounted on the engine in this station.

Before the collaborative execution of these operations can begin, an autho-
rized operator has to be verified with a RFID reader. After verification, the
operator is greeted by the station and instructions for tasks that are to be
performed are shown on a screen. If no operator is verified, some operations
can still be executed independently by the robot, however, violation of safety
zones around the robot trigger a safeguard stop.

In the case of collaborative assembly, a dedicated camera system keeps
track of the human assuring safe coexistence. During positioning of the AGV
and the MiR100 in the assembly station, a Universal Robots (UR10) robot
attaches to a special end-effector needed for manipulation of the ladder frame.
Since the ladder frame is quite heavy, transporting it from the kitted MiR100
to the engine is done together by the robot and the human.

After placing the ladder frame on the engine, the operator informs the
control system with a button press on a smart watch after which the UR10
leaves the current end-effector and attaches itself to a smart tool used for
tightening bolts. During this tool change and as it is instructed on the screen,
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the operator is placing twelve pairs of bolts needed for assembling the ladder
frame on the engine and indicates completion of this task through the smart
watch. Now, the control system knows that bolts are in place and the UR10
starts the tightening operation with the smart nutrunner.

Since tightening of these bolts takes some time, the operator can mount
three oil filters during that time. If the robot finishes the tightening operation
first, it leaves the smart tool in a floating position above the engine and waits
for the operator.

The operator uses the smart watch again to let the system know that the oil
filters are in place. This event makes the robot attach to a third end-effector
and start performing the oil filter tightening operations. During the same
time, the operator attaches two oil transport pipes on the engine, and uses
the same smart tool that the robot has left floating to tighten plates that hold
the pipes to the engine.

After executing these operations, the AGV with the assembled engine and
the empty MiR100 leave the collaborative robot assembly station. A video
showing the described use-case in action can be found here:
https://youtu.be/YLZzBfY7pbA

3 Traditional virtual commissioning
Simulation of production systems is a well adopted practice in modern indus-
try. Industry leading software tools like Process Simulate and Delmia include
support for VC, which exposes the simulation model to a real control sys-
tem. Using these tools for designing control systems and performing VC has
become a standard in industry.

Over the years, the VC community specified several commissioning config-
urations [13], [8] that resulted in terms like hardware-in-the-loop, reality-in-
the-loop and constructive commissioning. As shown in Table 1, these specifi-
cations are defined by combinations of components being real or virtual.

Testing and integrating the physical production system with the real control
system has been traditionally referred to as physical commissioning. However,
in order to reduce the amount of on site man-hours during physical commis-
sioning [14], the real control system is coupled with a simulation model of the
production system creating a hardware-in-the-loop setup. This configuration
is commonly known as VC [8].
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Plant Controller Commissioning type
Real Real Real (physical) commissioning
Real Virtual Reality-in-the-loop commissioning
Virtual Real Hardware-in-the-loop commissioning
Virtual Virtual Constructive commissioning

Table 1: Traditional commissioning classification

Performing the inverse of VC can be beneficial in situations when debugging
the control system is needed. In this case, the physical production system is
controlled by a simulated controller in a setup known as reality-in-the-loop.

When designing a new control system, the natural way is to start with
offline programming where all components are simulated. This configuration
is also known as constructive commissioning [8].

Performing VC can reduce testing and integration time, as well as help de-
tect undesired behavior before physical commissioning. However, it is usually
the case that creating simulation models requires extensive modelling effort.
Because of the cost associated with this effort, it is crucial that the created
models provide as much additional value as possible.

Figure 3: Early simulation work is beneficial for control system development.

This value can be increased by embedding VC into the engineering work-
flow. Instead of using VC as the last step before physical commissioning,
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IVPC enables simulation supported production preparation and automation
engineering by simultaneous development of the control system and the virtual
plant [11]. Figure 3 shows an early stage simulation that serves as continu-
ous support for development of the control system for the collaborative and
intelligent automation system use-case.

The traditional commissioning classification does not really apply in com-
plex systems that rely on intelligent control. Containing algorithms beyond
standard executing sequences as described in Section 5, the control system is
the component that needs commissioning.

Since the start of it’s use, VC focused on highly automated systems where
human interaction and interference has been limited. However, automation
is today introduced in traditionally operator intensive areas such as assembly
stations. This puts new requirements on VC.

4 Human-in-the-loop commissioning
Considering the role of humans in VC, especially in collaborative systems,
human-in-the-loop commissioning has only recently become a topic of conver-
sation [15].

In this chapter, three classes of the term human-in-the-loop are proposed,
i.e. real, virtual and immersed. Always considering the use of the real con-
troller, Table 2 shows the proposed human-in-the-loop (HITL) commissioning
configurations.

Virtual-human-in-the-loop commissioning considers inclusion of a simulated
human mannequin in the virtual plant environment. This can be beneficial for
ergonomics verification [16], [17] as well as for safety testing using simulated
safety equipment.

Plant Human Commissioning type
Real Real Real (physical) commissioning
Virtual Virtual Virtual-HITL commissioning
Virtual Immersed Immersed-HITL commissioning

Table 2: Human-in-the-loop commissioning classification
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Means to detect simulated mannequins in a virtual plant involve simu-
lated camera systems, light curtains, laser proximity sensors and other, where
disturbances can also be allowed in sensor simulations. Moreover, behavior
generation algorithms can ensure that the simulated mannequin covers large
sets of different realistic kinematic behaviors [18].

Various HMIs can be emulated during IVPC in order to verify plant behav-
ior during human interaction.

Humans can also be included in the commissioning loop by "immersion",
which represents a real-time mapping from a real to a virtual human. Immersed-
human-in-the-loop commissioning utilizes technologies like motion-tracking to
"project" actual human kinematic behavior into the virtual plant environment.
As it is shown in Fig. 4, [19], an Intelligently Moving Mannequin (IPS IMMA)
[16], [17] maps actual human behavior that is inferred from a human tracking
system into the virtual environment [6].

Interactable emulated and real HMIs can include buttons, screens, smart
watches, eye movement and hand gesture tracking cameras, safety sensors,
voice recognition and others to enable the immersed human to interface the
system.

An immersion method that is worth mentioning is virtual reality (VR) [20]
which can be combined with motion tracking to provide a "true immersion"
experience. Additionally, platforms exist that support creation of industrial
VR workspaces suitable for immersion of several humans [21].

A large amount of data can be collected during immersed commissioning
which can later be used to drive behavior generation algorithms [22].

5 The control in collaborative and intelligent
automation systems

From the challenges and requirements described so far, it is evident that there
is a need for a control system that is able to step out of bounds of traditional
automation methods and that can be commissioned using IVPC. In this paper,
Sequence Planner (SP) [23] has been used as a tool for modeling, analyzing
and control of large scale intelligent automation systems. SP includes sup-
porting algorithms for a variety of use cases related to modeling, synthesizing
control logic [24], formal verification, optimization, automated planning and
visualizing complex operation sequences in different projections.

B10



5 The control in collaborative and intelligent automation systems

Figure 4: Motion capture immersion with IPS IMMA where motions can be trans-
lated from the same safety camera system feed shown in Fig. 1.

The core modeling aspects in SP are resources, abilities and operations. A
resource is defined by a set of state variables that represents the current state
of the resource. Some variables can be directly measured using sensors, others
are used to represent the commands and some variables are used to estimate
state that is not measured in the real system.

The resources have a set of abilities that they are able to perform. These
abilities execute based on the current state of the resource and they update
the command and estimated state variables. Abilities control everything in
the system and are also used in the deliberation and execution loop of SP
that is based on automated planning [25], which generates a plan deliberating
what abilities to execute to reach a specific goal. These goals are defined by a
number of high-level planning operations that continuously refine the current
goal of the execution.

Most models in SP are based on transitions and variables [26], which are
defined using extended finite automata (EFA) [27]. EFAs are finite automata
extended with variables that are used in guards and actions associated with
transitions. A transition in an EFA is enabled if and only if its correspond-
ing guard formula (predicate) is true. After the transition is taken, a set of
variables is updated by action functions. A transition table containing the
behavior of an EFA models how an ability modifies the state of a resource in
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the system, Table III.

predicate name predicate (guard) control actions effects

enabled ¬runc ∧ ¬runm runc = T -
starting runc ∧ ¬runm - runm = T

executing runc ∧ runm ∧ ¬tqrm - tqrm = T ∨ failm = T

finished runc ∧ runm ∧ tqrm runc = F -
failed runc ∧ runm ∧ failm runc = F -
resetting ¬runc ∧ runm - runm = F , tqrm = F , failm = F

Table 3: The run nutrunner forward ability.

5.1 Resource
To exemplify abilities, let us consider the engine ladder frame tightening op-
eration using the nutrunner described in Section 2. The nutrunner used in the
industrial scenario described in Section 2 is quite complex. However, in order
to exemplify the control of this system, a simplified version of the nutrunner
is used from this point. The simplified nutrunner resource state variables can
be defined as:

rnr = {runc, runm, tqrm, failm} (B.1)
These Boolean variables make up the current state of the nutrunner, where

runc represents the command from SP to run the nutrunner forward and runm

is the signal from the nutrunner to SP showing if the toll is running forward
or not.

After receiving the command to start running forward, the nutrunner en-
gages tightening which will eventually result in reaching a specified torque
tqrm or failing failm.

5.2 Ability
The ability run nutrunner forward of the nutrunner resource models the task
of tightening by starting to run the motors forward until a pre-programmed
torque (tqrm) has been reached or the tightening operation has failed failm.
Table III shows the transitions of the run nutrunner forward ability, where
each line makes up one possible transition of the ability.
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For the purpose of this example, several lines are filtered out from ROS2
messages used for communication between SP and the nutrunner. As shown
in the following listing, a command message is sent out from SP as a state
based command to the nutrunner while a state message provides SP with the
current state of the tool.

# /nutrunner/command
bool run_c # run_tool_forward

# /nutrunner/state
bool run_c # got_run_tool_forward
bool run_m # tool_running_forward
bool tqr_m # programmed_torque_reached
bool fail_m # tool_failed

This listing shows only the measured and the command variables. Since
the desired result of running the run nutrunner forward ability is to tighten
a pair of bolts and there are no sensors for keeping track of bolt states, an
estimated state variable b̂ ∈ (empty, placed, tightened) can be introduced in
order to keep track of the states of the bolts and enable the on-line planner
to generate plans to tighten all bolts.

In order to maintain the simplicity of the example, the tightening of only
one pair of bolts is considered. Now we can avoid the estimated bolt state
and move on with the example.

The enabled predicate of the run nutrunner forward ability is declared as:

¬runc ∧ ¬runm (B.2)

However, this does not mean that the ability will start executing immedi-
ately after the guard is fulfilled by updating the variables with the correspond-
ing control actions. This is due to the fact that the on-line planner deliberates
if the control action should be executed or not.

5.3 Effect
To use the abilities in formal planning algorithms, measured variables must
be updated so that the planner knows what to expect from the real system.
In order to emulate an ability without its actual device or simulation, one or
more starting and executing effects per ability are defined.
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Effects model how measured state variables behave during execution of
an ability. For example, issuing the command to start the nutrunner, the
command variable runc is set to true. Before the nutrunner actually responds
that the tool has started to run forward, the starting predicate is now true.
The effect mapped to this predicate models that the nutrunner will eventually
be running forward.

After the tool has responded that it is running forward, the executing pred-
icate is true. Now the effects model that bolts will eventually be either tight-
ened or that the tightening operation will fail. These effects are extensively
used during IVPC since they are used to emulate device behavior. This is
explained in the following section.

6 Model-based ROS2 component generation
Based on abilities modeling the behavior of resources, SP’s component gener-
ator module generates a set of ROS2 nodes during compile-time. Five nodes
per resource are generated: interfacer, emulator, simulator, driver and test.
Moreover, message types are also generated based on the model in SP as well
as all other necessary ROS2 package components.

The interfacer node serves as the standardized interface node between SP
and the nodes of the resource. Emulator nodes are completely auto-generated
based on the abilities defined in SP and are used during IVPC.

Simulator and driver nodes implement the actual simulation and device
control. Test nodes are generated based on the SP model and they implement
automatic testing of simulator and driver nodes based on the SP model.

6.1 Emulator
The internal state of an emulation does not have to reflect the internal state of
the target which it is emulating, it only has to mimic the observable behavior
to match an existing target. Considering this, the internal structure of ROS2
emulator nodes is quite simple.

In order to emulate real device behavior during IVPC, effects happen outside
of SP in dedicated ROS2 emulator nodes. These nodes emulate devices by
executing effects specified in the SP model. It has to be noted that at a certain
point in time, only one of the emulator, simulator or driver nodes per resource
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is active.
In order to exemplify the emulator nodes, let us continue with the nutrunner

example. After generating the nodes based on the model in SP, the emulator
node now mimics the observable behavior of the modeled resource based on the
effects specified in the model. This means that the node listens to commands
from SP and publishes its state like a simulator or a driver node.

The emulator node contains the model of the resource, evaluating all predi-
cates based on the messages received from SP. If some predicates are evaluated
to be true, their corresponding effects are appended to a list of effects to be
executed. After a command message has been received from SP and all pred-
icates have been evaluated, the effects from the list of effects are executed.

This updates the measured variables which are then published from the
node in the state message. This way, the model in SP can be continuously
tested and improved using emulator nodes since the complete behavior of the
resource based on the model in SP is achieved.

If the model changes during the development process, the emulator nodes
are re-generated, capturing the change from the SP model. This shows that
model-based code generation no only supports IVPC but is an essential part
of it.

Moreover, since humans are resources in SP which have abilities that they
can perform, human effects represent the expected human behavior after re-
ceiving an instruction. These human effects are contained in auto-generated
human emulator nodes which emulate the human behavior based on the effects
in the model.

6.2 Simulation
Contrasting to emulation, simulation involves modeling the underlying state
of the target. Since collaborative and intelligent automation systems are com-
posed of many different components, there is no single simulation environment
that can support modeling of all aspects of the system.

ROS2 is a valid middleware to bridge different simulation environments with
other ROS-based as well as non ROS-based components. This is supported
by DDS being the robust communication layer in ROS2. There is a number of
available implementations of DDS, and since DDS is standardized, ROS2 users
can choose an implementation from a vendor that suits their needs. This is
done through a ROS Middleware Interface (RMW), which also exposes Quality
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of Service (QoS) policies.
QoS policies allow ROS2 users to adjust data transfer in order to meet

the desired communication requirements. This feature is crucial, especially
in distributed and heterogeneous systems, since setups are usually unique.
Some of these QoS policies include setting message history and reliability
parameters. These features are beneficial in a real system as well as when
performing VC, since robust communication between simulation environments
and other components can be challenging to achieve.

These simulation environments are interfaced with simulator nodes that are
partially generated based on the model in SP. Initial SP interfacing templates
are generated, however, interfacing details to the actual simulation environ-
ments have to be manually specified. This can be done via an import to the
node since that way the common parts of the node can be re-generated if the
model changes, without influencing the added interfacing part.

The virtual plant is implemented using ROS2, virtual machines (VMs) and
Docker containers (DCs). VMs and DCs are used to segment the virtual model
and mimic the distributed nature of the system. Since ROS2 does not rely
on a rosmaster [28], physical segmentation of the virtual plant model is easily
achieved in order to distribute the computational load between machines.

A software used during IVPC of the described setup that successfully im-
plements the potential of the virtual world is Industrial Path Solutions (IPS)
[5]. IPS is a mathematics based software tool for automatic verification of
assembly feasibility, design of flexible components, motion planning and op-
timization of multi-robot stations and simulation of key surface treatment
processes [5].

Figure 5 shows a virtual scene in IPS generated from the point cloud of the
real assembly station. IPS is used as a tool to automatically generate collision
free paths of the UR10 in the station on-line as well as off-line. In both cases,
ROS2 serves as a middleware for IPS to communicate with the UR10, either
with the real hardware or the simulator.

Moreover, having model based ROS2 component generation makes it straight-
forward to include a virtual or immersed human via the simulator or driver
nodes to achieve human-in-the-loop IVPC.
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Figure 5: The collaborative and intelligent automation system use-case in IPS.

6.3 Targeted IVPC and VM contained simulations

To extend the usability of code generation, multiple launch files are generated
for various types of testing and commissioning purposes.

The first step in the engineering workflow would be testing the model with
emulator nodes, iterating the model until the desired behavior is reached.
Afterwards, a simulation or real hardware can be interfaced for one of the
resources, while the others remain emulated. This way, real, simulated and
emulated components can be combined in a mix-and-match fashion to achieve
targeted model property testing.

This testing is supported using the test node that emulates SP by publishing
model-based generated test commands, trying to break the behavior of the
simulator node. After a failed test, the model is improved and the tests run
again until they don’t fail anymore.

Moreover, simulation environments and their accompanying simulator nodes
can be contained in VM’s and DC’s to mimic the distributed nature of a real
industrial setup.
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7 Conclusion
This paper discusses IVPC of an engine assembly station where intelligent
control algorithms are commissioned in a ROS2-based setup. To support
IVPC, auto-generated ROS2 components are used to continuously test and
improve the model in SP.

Moreover, due to ROS2’s robust underlying communication layer DDS, it
is seamless to mix real, simulated and emulated components during IVPC. As
essential components of the intelligent control system, abilities and effects are
briefly explained utilizing the description of the use-case provided in Section
2.

The concept of human-in-the-loop commissioning is discussed and a classi-
fication proposed where two different means of including humans in VC are
isolated. A supporting literature review provides sufficient background to rec-
ognize the difference between virtual and immersed human-in-the-loop com-
missioning and a need to propose the mentioned classification. ROS2-based
human-in-the-loop IVPC using auto-generated SP model-based emulator and
simulator nodes and its benefits are discussed.
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1 Introduction

Abstract

Fast planning algorithms play a key role in intelligent automa-
tion systems where control sequences are constantly calcu-
lated. In order to determine which algorithms increase plan-
ning performance, we evaluate and compare several high level
planning methods on a set of standard benchmarks. We focus
on planning as satisfiability as the leading approach for solving
difficult planning problems.

1 Introduction
In order to create truly flexible automation systems, they need to include
planning algorithms that can compute schedules and sequences of operations
automatically. Taking correctness of planning algorithms for granted, effi-
ciency is the key trait such algorithms must have in order to be applicable in
the industry. Hence, this paper investigates and evaluates performances for
some commonly used techniques in automated planning such as invariants,
skipping steps and subgoaling.

Planning is a deliberative decision making process which yields sequences
of operations that drive state change towards a goal. Planning as satisfiabil-
ity, where planning problems are encoded as logical formulas and handled by
SAT solvers [1] was introduced by Kautz and Selman in 1992 [2]. In a SAT
based approach, a solver determines whether there exists a satisfiable assign-
ment for a given Boolean formula that encodes the plan. It turned out to be
quite a valuable contribution since SAT based planning excels in solving hard
combinatorial planning problems with a high number of variables [3].

Over the last two decades, many methods have emerged with the aim to
improve the efficiency of SAT solving [4] and SAT based planning [5]. Addi-
tionally, coupling a SAT solver with theory solvers, for example theories such
as linear arithmetic, bit vectors, or arrays, SMT based planning techniques [6]
can encode and tackle real-world scenarios and complex application domains
[7].

In this paper, we investigate and compare several relevant methods for
planning as satisfiability. We do not however study the detailed tuning of
these solvers, but instead focus on what we call high level methods to improve
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the planning performance, which for example include the structure of the
model and how to call the solvers. To the extent of our knowledge, there are
no other studies that perform such an evaluation and comparison of high level
planning methods. Thus, we hope that our effort will be useful, particularly
for those who aim to implement new satisfiability based planners.

The paper is organized in the following way. The next section presents,
evaluates, combines and compares planning methods in an evolutionary way,
using a number of standard planning benchmarks. Some drawbacks and spe-
cial combinations are discussed in Section 3. Section 4 presents the combined
results and the paper is concluded in Section 5.

2 Planning methods
In planning as satisfiability, a planning problem is encoded into a logical for-
mula Fj , where j represents the number of plan steps. This formula is then
tested for satisfiability by a solver, which either returns UNSAT for a failed
planning attempt or it returns SAT and provides a satisfying assignment which
is parsed to yield a plan. If the result from the solver is UNSAT, the planning
problem is encoded into a logical formula of length j + 1 and tested again by
the solver. This goes on sequentially until the solver returns SAT with a sat-
isfying assignment, or until a maximum limit on the plan length is breached.
More formally:

Definition 1: A planning problem Ψ with a plan length j can be encoded
by the logical formula Fj:

Fj = I(t0) ∧ (
j−1∧
k=0

m∨
n=0

(Tn(tk, tk+1))) ∧ G(tj) (C.1)

where I are clauses that encode the initial state at time-step t0, Tn are clauses
that encode the m transitions of the model for all successive time-steps tk and
tk+1, and G are clauses that encode the goal state at the horizon tj.

We are going to explore how modifications to this planning approach af-
fect the efficiency of planning, and in some cases ease modeling. In order to
do that, we implement a set of algorithms which make use of different plan-
ning methods. Each subsection explores some methods and compares their
performances on a set of classical planning benchmarks.
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Figure 1: Planning methods. There is a total of 48 method combinations, however
we do not investigate all combinations in this paper. Starting from the
left side, we evolve our algorithms with methods shown in this figure.

The benchmarks that are chosen to test the methods are: gripper [8],
blocksworld [9], rovers [10], barman [11] and childsnack [12]. These bench-
marks are chosen to represent different strengths and weaknesses of the fol-
lowing planning methods. An overview of evaluated methods is shown in
Figure 1.

2.1 Incremental vs. sequential base
As mentioned earlier, a satisfiability based planning algorithm sequentially
increases the plan length until a plan is found or until a limit is breached.
The sequential algorithm (Algorithm 1) takes a planning problem and returns
a result that either holds a plan or is empty, which represents that no solution
was found.

An integer variable step keeps track of the step in the plan that the algorithm
is currently at. At line 2 of Algorithm 1, the main loop checks whether the
limit on the plan length is breached. It is important to limit the plan length so
that the algorithm can terminate in case a solution can’t be found, or where
it takes a long time to calculate it.

A context ctx is created at line 3 to which the algorithm asserts a number
of constraints, as shown between lines 4 and 9. The solver now checks the
consistency of all assertions in the context ctx and if a satisfiable assignment
exists, it is parsed into a plan and returned by the algorithm at lines 13 and 14.
Otherwise, if no satisfiable assignment exists, the step variable is incremented
by 1 and the whole procedure repeats while the statement step ≤ smax holds.
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Algorithm 2: Sequential
Input: (i, g, M, smax)
Output: planning_result

1 let step := 0;
2 while step ≤ smax do
3 let ctx := new_context;
4 add constraint (ctx, i, 0);
5 add constraint (ctx, g, step);
6 let m_disj := disjunction for trans in M;
7 for s in (0 to step) do
8 add constraint (ctx, m_disj, s);
9 end

10 if check(ctx) == UNSAT then
11 step += 1;
12 else
13 let planning_result = parse(ctx.get_model);
14 return planning_result;
15 end
16 end
17 return new_empty_planning_result;
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The downside of Algorithm 1 is that for every iteration where an assignment
is not found, a new context has to be created. Gocht and Balyo showed in 2017
[13] that it is possible to achieve a significant speed-up by using an incremental
SAT-solver. Instead of throwing away the context with all the accumulated
data from previous results, the same context is used and constraints are just
added on top.

Algorithm 3: Incremental
Input: (i, g, M, smax)
Output: planning_result

1 let step := 0;
2 let ctx := new_context;
3 add constraint (ctx, i, step);
4 let bp := new_backtracking_point;
5 add constraint (ctx, g, step);
6 while step ≤ smax do
7 step += 1;
8 if check(ctx) == UNSAT then
9 ctx.backtrack_to_level_bp;

10 let m_disj := disjunction for trans in M;
11 add constraint (ctx, m_disj, step);
12 let bp := new_backtracking_point;
13 add constraint (ctx, g, step);
14 else
15 let planning_result = parse(ctx.get_model);
16 return planning_result;
17 end
18 end
19 return new_empty_planning_result;

The incremental algorithm (Algorithm 2) utilizes an incremental solver
which makes it possible to add a backtracking point in each step so that the
solver can choose which part of the context to save, and thus learn from pre-
vious attempts. In summary, some advantages of an incremental base solver
are:
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1. Learnt clauses are kept

2. Heuristic data is gathered

3. Overhead from asserting the same clauses is reduced

At line 3 of Algorithm 2, the initial constraints for step-0 are asserted into
the context. Before asserting the goal, the algorithm creates a backtracking
point so that if no satisfiable assignment was found, only the goal can be
removed from the context, leaving the initial constraints.

At line 8, the algorithm checks the consistency of assignments in the context.
If a satisfiable assignment is found, it is parsed and returned. Otherwise, the
algorithm backtracks to the latest point, removing the assertions added after
it from the context.

At line 11, the transitions are added, after which a new point is made so
that the algorithm can backtrack to it if the assignments are not consistent
with the goal assignment. This goes on until a plan is found or until a limit on
the plan length is breached. Figure 2 compares planning efficiency between
these two algorithms, where one utilizes an incremental solver and another
one does not.

2.2 Invariants vs. explicit model
In the previous subsection, it was concluded that using the incremental base
algorithm can substantially improve planning efficiency. From now on, we will
only use the incremental algorithm as our base.

Invariants can be considered both as a modeling aid as well as a performance
increasing method in automated planning. Invariants are specifications that
must hold in every step of the calculated plan. More formally:

Definition 2: An invariant is a logical clause that must hold for all reach-
able states of Ψ, and can be encoded in the the logical formula Fj:

Fj = I(t0) ∧ (
j−1∧
k=0

m∨
n=0

Tn(tk, tk+1)) ∧ (
j∧

k=0
N(tk)) ∧ G(tj)

where I are clauses that encode the initial state at time-step t0, Tn are clauses
that encode the m transitions of the model for all successive time-steps tk and
tk+1, N are clauses that encode invariants for all time-steps tk, and G are
clauses that encode the goal state at the horizon tj.
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Figure 2: This scatter plot shows that the algorithm that utilizes incremental solv-
ing is usually much faster in solving problems than the non-incremental
algorithm because learned clauses are kept in the context. 73 (incremen-
tal) vs 61 (sequential) out of 200 instances were solved, where 97% are
solved faster using the incremental base algorithm.

In essence, invariants prune states from the state space. They can be added
to the model to forbid some undesired behavior, or to enforce tighter con-
straints and thus derive a more compact state space representation. In each
case, the state space gets reduced and thus planning is more efficient.

For an existing problem, invariants can sometimes be synthesized to speed
up planning [14]. However, invariants can often be a convenient tool to use
for modelling different problems, but can in some cases be quite hard to use.
Nevertheless, in order to illustrate how modelling using invariants can improve
planning efficiency, let’s look at a well known PDDL benchmark example,
Blocksworld. The Blocksworld example is one of the most famous planning
domains in artificial intelligence.
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Imagine a set of blocks sitting on a table. The goal is to build one or more
vertical stacks of blocks. The catch is that only one block may be moved at
a time: it may either be placed on the table or placed atop another block.
Because of this, any blocks that are, at a given time, under another block
cannot be moved [9].

Invariants that should hold at any given time for the Blocksworld example
are added to this problem:

1. b1 can’t be on b2 if b2 is on b1

2. if holding any block, the gripper can’t be empty

3. at most one block can be held

4. a block can’t be on several different blocks

5. if a block is on the table, it is not on a block

6. if b1 is on b2, b2 is not clear

Now we have a much safer and smaller state space representation, and as an
effect, planning is much faster. Figure 3 shows the difference between planning
times with and without making use of planning invariants for a number of
standard planning benchmarks.

2.3 Equality vs. propositional logic
In the previous section, it was concluded that invariants have a beneficial
effect for both the modeling and planning efficiency. From now on, we con-
sider problems that are reinforced with additional invariants, if that is indeed
possible.

Beside invariants, there are other things that can aid modeling. By us-
ing different first-order logic theories to increase expressiveness, some prob-
lems can be modeled in a much more convenient way compared to using pure
propositional logic. In this paper, we only investigate equality logic since it is
appropriate for modelling most classical planning problems.
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Figure 3: On this scatter plot, it is shown that modelling the problem using in-
variants reduces the state space and thus speeds up planning , especially
in the harder cases. 90 (invariants) vs 73 (explicit) out of 200 instances
solved, where 97% are solved faster using invariants.

Using a first-order theory with increased expressiveness to ease modeling
can potentially lead to decreased decidability. Let’s investigate the expres-
siveness and decidability aspects of both propositional and equality logic the-
ories, in order to determine the beneficial effects on modelling and planning
performances. A more comprehensive text on the problem of expressiveness
vs. decidability, as well as decision procedures in general can be found in [15].

Definition 3: The following grammar defines the syntax of formulas in
propositional logic:

formula : formula ∧ formula | ¬formula | atom
atom : Boolean − identifier | true | false
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Example

Let’s continue with the Blocksworld example and look at an action that is
modeled in pure propositional logic:

(: action pick_up
: parameters (?x − block)
: precondition
(and (clear ?x)

(ontable ?x)
(handempty))

: effect
(and (not (ontable ?x))

(not (clear ?x))
(not (handempty))
(holding ?x))

This action describes picking up a block from the table. In order to pick
the block x up, the block has to be ontable and clear for picking up or placing
another block on top of it. The hand has to be empty, as indicated by the
handempty variable. After the block has been picked up, it is no longer
ontable, nor is it clear. The hand is no longer empty, it is now holding the
block x.

As it can be seen, to model this action for every block x, there has to be
as many Boolean variables for holding, ontable and clear as there are defined
blocks.

Let us now study the equality logic and the Blocksworld example using
finite domain variables. If we restrict ourselves to using only finite domain
variables, equality logic can be thought of as propositional logic where the
atoms are equalities between variables or between variables and constants. A
more formal definition of equality logic follows:

Definition 4: The following grammar defines the syntax of formulas in
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equality logic:

formula : formula ∧ formula | ¬formula | atom
atom : term = term
term : identifier | constant

where the identifiers are variables defined over a single finite domain of values.
These values can be a subset of the set of Integers or Reals. Just the same, the
variables can be of an enumeration type and define their own finite domain.
Constants are elements from the same domain as identifiers.

Example

The same pick_up action modeled using equality logic could look something
along the lines of:

(: action pick_up
: parameters (?x − block)
: precondition
(and (clear ?x)

(= (on ?x) ′′table′′))
: effect
(and (not (clear ?x))

(= (on ?x) ′′hand ′′))

Now, instead of using the Boolean variables holding and ontable for every
block as well as the handempty variable, we can use just one enumeration
type variable on with a finite domain:

vD
on = blocks ∪ {′′table′′, ′′hand ′′}

Both propositional and equality logic are NP-complete [16], [17], which
means that they can model the same decision problems with not more than
a polynomial difference in variables [15]. Certain problems are more con-
veniently modeled in equality logic compared to propositional logic, and for
some other problems the opposite is true.
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As for efficiency, the high level structure in the input equality logic formula
can potentially be used to make the decision procedure work faster. This
information may be lost if the problem is modelled directly in propositional
logic [15].

Figure 4 compares planning efficiency between problems modeled in propo-
sitional logic and equality logic on 2 planning benchmarks.
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Figure 4: This scatter plot shows that modelling problems using equality logic can
sometimes increase planning efficiency. In some other cases, there is no
high level structure that can be exploited by modelling the problem in
equality logic, thus there is no big difference in performance. Thus, the
appropriateness of using equality over propositional logic depends on the
problem itself.

2.4 Skipping steps
As it was mentioned before, the planning algorithms increment the plan length
by one when an assignment is not found, after which the encoding for that
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length is tested for satisfiability. This is a good method when the yielded plan
should be of minimal length. However, calculating the shortest length plan
can sometimes be very slow, as Rintanen showed in [18] (shown in Figure 5).

The evaluation cost of an unsatisfiable formula can be much higher than the
evaluation cost of a satisfiable one, even if the latter is not of shortest length.
Especially, when considering the sum of evaluation costs for all unsatisfiable
formulas, it can be seen that the planner can spend a lot of time trying to find a
satisfiable assignment. This is because the cost of evaluating the unsatisfiable
formulas usually increases exponentially as the plan length increases [18].
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Figure 5: Evaluation cost of the unsatisfiable formulas for plan lengths 1 to 6 and
the satisfiable formulas for plan length 7 and higher, from [18]

.

When finding the first satisfiable solution which yields the plan with the
minimal length is not a strict requirement, an improvement in the planning
time can sometimes be achieved. Rather than increasing the plan length
by one after an assignment is not found, this improvement is realized by
incrementing the plan length by a larger value. This allows us to skip some
hard unsatisfiable instances which take a long time to evaluate.

As mentioned, skipping steps does not guarantee that the shortest plan will
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be yielded. For example, if we choose to evaluate only the encodings for the
plan lengths 1, 2, 4 and 8 from Figure 5, we will skip the hard unsatisfiable
instances 5 and 6, but also the first satisfiable instance 7. The plan length will
be of length 8 instead of 7, but the benefit will be the decrease in planning
time, 2.2s instead of 16.9s.

Incrementing the plan length after an assignment is not found can, for
example, evolve in some constant or exponential rate. One could choose to
solve for constantly increasing plan lengths 2i or 5i for integers i ≥ 1, quadratic
i2, or for exponentialy increasing lengths 2i for integers i ≥ 1.

Figure 6 compares planning efficiency between planning algorithms that uti-
lize different rates of skipping steps when using an incremental solver. Figure
7 compares the results when using a sequential solver.
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Figure 6: This cactus plot shows the planning times of algorithms that skip plan-
ning steps in a certain way. The algorithms are essentially the same, it is
only the step skipping rate that differs in them. Since skipping of steps
is implemented on top of the incremental base algorithm, the solver has
not learnt anything from the skipped iterations. In some cases, and as
visible for the Blocksworld instance, skipping steps actually negates the
good effects of using the incremental base solver. This will be further
discussed later.
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Figure 7: The beneficial effect of skipping steps if much more visible if the base
solver is non-incremental. This means that there is no drawback of skip-
ping steps because the solver has not learnt anything from the skipped
clauses.

2.5 Subgoaling

Skipping steps seems to help for some problems, and for others it does not. As
we will discuss later, this is because we use the incremental base algorithm.
Thus, we will continue to increment the rate stepwise.

When a goal is defined as a conjunction of several predicates, such predi-
cates can be looked at as subgoals. Instead of asking the planner to reach the
monolithic goal in one planning task, multiple planning tasks can be instanti-
ated to plan for each subgoal. Having a simpler goal shortens the plan length
and thus the planning time. As mentioned before, the cost of evaluating un-
satisfiable formulas increases exponentially, thus it is usually faster to search
for a large number of shorter plans than the other way around.

Algorithm 3 shows how subgoaling utilizes the incremental algorithm to
solve for each conjunct of the monolithic goal. If that was indeed possible,
the algorithm concatenates the results to yield the plan for the monolithic
problem in line 18.
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Figure 8: Shorten plan scenarios. In scenario A, there is only one section of the plan
that leads back to a same state (states 1 - 4), so the part is removed.
In scenario 2, there are two overlapping loops, so in order to be more
efficient, the algorithm removes the bigger loop. There might be loops
still in the plan after removal so in the next iteration, the algorithm
checks the plan for more loops. In scenario C, there is some nesting of
loops, so the algorithm finds the biggest loop and removes both in one
go.

Subgoal ordering matters

If the subgoal order is not correct, finding a plan can sometimes be slower
or even impossible. This depends quite much on the nature of the problem
itself as planning problems often exhibit symmetry properties that could be
exploited to speed up their solving.

For example, the two highly symmetrical problems Gripper and Childsnack
benefit the most from subgoaling. There is no important subgoal order that
has to be enforced in order to get a correct plan. On the other hand, the
Blocksworld problem relies heavily on a correct order of subgoals.

2.6 Shortening the plan length
When planning with methods that skip steps or use subgoaling, yielded plans
often have more steps than necessary. Sometimes, it is possible to remove
chunks from a plan. An efficient way to do this is to detect loops in the plan
and remove sections of it that lead back to an already visited state.

Usually, the requirement to visit the same state more than once is tracked
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Algorithm 4: Subgoal
Input: (i, G, M , smax)
Output: planning result

1 let subresults := new_empty_list;
2 let first_sub := Incremental(i, G[0], M, s_max);
3 let n := 0;
4 subresults.push(first_sub);
5 Plan(first_sub, subresults, n, i, G, M , smax);
6 function Plan(r, subresults, n, i, G, M , smax) begin
7 if n < G.len() − 1 then
8 n = n + 1;
9 let new_i := if r.trace.len() == 0 then

10 i;
11 else
12 result.trace.tail();
13 end
14 let sub := Incremental(new_i, G[n], M, smax);
15 subresults.push(sub);
16 Plan(sub, subresults, n, i, G, M , smax);
17 else
18 return Concatenate(subresults);
19 end
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Figure 9: On this scatter plot, it is shown that subgoaling will usually decrease
planning time, especially in highly symmetrical problems.

by an additional variable, hence the states in the trace have the information
about the complete state. If all variables are considered in a state, there
should not be two of the same states in a plan. Having this in mind, we can
remove parts of the plan to yield a valid plan of shorter length. Algorithm 4
shows how redundant sections of a plan are removed.

At line 5 of Algorithm 4, the Find function searches the plan for duplicate
states and saves them, as well as their location in the plan, to a list. If
duplicate states do exist, they cover a certain section of a plan that has to be
removed. It can be that more than two duplicate states exist, as well as more
than one pair of duplicates.

If that is the case, the section they cover can overlap in some way, as shown
at B and C parts of Figure 8. Hence, the function GetBiggest finds the biggest
section covered by two duplicates and the function Remove removes it from
the plan. The plan is now shortened. However, it can be that it still contains
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some duplicate states. Because of this, the Shorten algorithm performs all the
mentioned steps recursively until it exhausts all duplicates from a plan.

Algorithm 5: Shorten
Input: plan of length n
Output: plan of length m, m ≤ n

1 Shorten(plan);
2 function Shorten(plan) begin
3 let duplicates := new empty list;
4 for frame in plan do
5 duplicates.push(Find(frame.state, plan));
6 end
7 if not duplicates is empty then
8 let biggest := GetBiggest(duplicates, plan));
9 let new_trace := RemoveLoop(biggest, plan));

10 Shorten(new_plan);
11 else
12 return plan;
13 end

2.7 Benchmarks
We ran the benchmarks on an Optiplex 9020 desktop PC with 8GB of RAM
and an Intel Core i7-4790 CPU clocked at 3.60GHz. All algorithms used in this
study were implemented using Z3’s [19] quantifier free finite domain (QF_FD)
theory, which supports propositional logic, bit-vector theories, pseudo-Boolean
constraints, and enumeration data types. Figure 10 shows how different meth-
ods have improved the planning algorithm throughout the paper.

3 Discussion
Throughout this paper, we have investigated the effects of incremental solving,
invariants, equality logic, skipping steps and subgoaling. We have done this in
an evolutionary way, where a method from each subsection has improved the
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existing algorithm from the previous subsection. However, what about other
method combinations and their performances?

What we learned from this study is that modelling with invariants always
helps, both in easing the modeling itself and decreasing planning time. If we
take that as a starting point of this discussion, we have to look at methods
that fit well together with invariants. For example, incremental solving lets
us keep some clauses in the context before we move on to the next step. Since
invariants hold in each step of the plan, the clauses that encode them are
never removed from the context.

Continuing on this, if we use an incremental base solver and skip some steps,
the solver will not have the chance to learn new clauses from the skipped steps.
However, what if we turn things around and use the sequential base together
with skipping steps? Figure 7 shows the results of this combination. It can be
seen that these results better match Rintatnen’s [18] chart on Figure 5, thus it
is more appropriate to combine non-incremental solving with skipping steps.
Using non-incremental solving with skipping steps is probably beneficial if the
computation is distributed among several cores. However, single-core planning
benefits more using incremental solving, as seen on Figures 6 and 7.

Beside methods investigated in this paper, there is a multitude of other
methods that weren’t considered in this study. Probably one of the biggest
contributors to speed in planning as satisfiability is parallel planning and it
is presented in detail in [20]. Moreover, there is compositional planning as
investigated in [21], and hierarchical planning [22].

Big performance improvements in planning as satisfiability can be unlocked
when methods are altered on the low, SAT solving level. Some of these meth-
ods improve decision heuristics [23], restart heuristics [24] and data structures
[25]. We refer to these methods as low level methods since they affect the
performance of the solver itself. As such, they are of major interest in the
field of planning as satisfiability, however they are out of the scope for this
paper.

4 Conclusion
We implemented and evaluated several high level planning methods using Z3
and showed how much each method contributes to an increase in planning
performance. As discussed, this is by no means a complete study that cov-
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Figure 10: Algorithm evolution throughout the paper.

ers all planning methods, however we feel that it is a useful reference and
performance overview of some high level methods.

That being said, we see that there is great opportunity in studying auto-
mated planning, satisfiability, and method combinations that improve planing
performance. Our next step is to use what we learned in this study in actual
industrial implementations, as well as to investigate other high level methods
that we mentioned in the discussions. Moreover, an investigative survey of
low level planning methods, i.e. methods that operate on the SAT solving
level is a planned step in our future work.
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1 Introduction

Abstract

The development of efficient propositional satisfiability prob-
lem solving algorithms (SAT solvers) in the past two decades
has made automated planning using SAT-solvers an estab-
lished AI planning approach. Modern SAT solvers can ac-
commodate a wide variety of planning problems with a large
number of variables. However, fast computing of reasonably
long plans proves challenging for planning as satisfiability. In
order to address this challenge, we present a compositional ap-
proach based on abstraction refinement that iteratively gener-
ates, solves and composes partial solutions from a parameter-
ized planning problem. We show that this approach decom-
poses the monolithic planning problem into smaller problems
and thus significantly speeds up plan calculation, at least for
a class of tested planning problems.

1 Introduction
Increased industrial competitiveness requires fundamental changes in automa-
tion. As companies introduce collaborative, intelligent and flexible systems
into production to meet the variability, quality and punctuality needs of the
modern customer, production requirements make it evident that traditional
automation solutions can’t solve all challenges [1].

Machines nowadays operate in complex and dynamic environments, quickly
producing a wide variety of quality products for demanding customers. As
these requirements continue to increase, it becomes impossible to remain scal-
able and sustainable using traditional automation solutions [2].

Instead, modern automation solutions should utilize efficient planning al-
gorithms that compute schedules and sequences of operations automatically.
Planning is a deliberative decision making process which yields sequences of
operations that drive state change towards a goal.

Automated planning is already implemented in some modern solutions,
however the idea of planning isn’t new since algorithms that compute plans
based on explicit state-space searches exist since the late ’50s [3], and symbolic
methods based on BDDs since the late ’70s [4].
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A more recent method that has established itself as an important planning
approach is SAT-based planning. Planning problems are encoded as satisfia-
bility problems and the results are calculated by SAT solvers.

Even though SAT-based planning was first proposed by Kautz and Selman
already in 1992 [5], the interest of planning researchers in SAT-based planning
methods was limited up until recently. One of the main reasons behind this
was the performance advantage of explicit state-space search over solving early
SAT encodings of planning problems [6]. However, modern planners based on
satisfiability match, and often outperform, planners based on other search
paradigms [7].

Explicit state-space search and symbolic methods based on BDDs are known
for their performance in solving problems with a small number of state vari-
ables, however SAT-based methods excel in solving hard combinatorial plan-
ning problems with a relatively high numbers of state variables [8]. Another
advantage of planners based on SAT is that algorithms used to compute plans
are almost completely general purpose SAT solving algorithms, which means
that every improvement in the solver directly improves planning.

However, a known issue with SAT-based automated planning is that plan
calculation seems to slow down significantly as the plan length increases [6].
In an effort to avoid this limitation while utilizing the strengths of SAT-
based planning, we present a compositional algorithm that divides a planning
problem into a number of simpler problems that are faster to solve. We do
this with a combination of abstraction refinement using activation parameters
and step-wise problem generation, resolution and concatenation. We test the
proposed algorithm on a number of examples and show that in a lot of cases
a significant speed-up [9] is achieved.

In the following section, we present a version of an existing incremental
planning algorithm that we use as the low-level solving engine in our ap-
proach. In Section 3, the high-level compositional algorithm is introduced.
In the section after that, we test our approach on a number of examples and
compare planning performances of the compositional algorithm against the
algorithm of Section 2. We discuss certain benefits, drawbacks and possi-
ble future improvements of the compositional algorithm in section 5. There,
we also mention relevant publications in the area of compositional planning
and planning with abstraction refinement. Finally, we conclude the paper in
Section 6.
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2 Incremental Planning
We utilize a simple incremental planning algorithm based on [10] to solve indi-
vidual problems generated by the compositional algorithm. The incremental
algorithm tries to find a plan by testing the satisfiability of the planning
problem’s formulas for a sequentially increasing horizon length. It utilizes an
incremental SAT-solver that makes it possible to add a new time point in each
step so that the SAT-solver can learn from previous attempts.

The version presented in this paper also lets the algorithm create backtrack-
ing points that enables it to manipulate the content of the context between
each step, i.e. to remove certain clauses that are added after a point by back-
tracking to that point. For example, if a planning attempt fails, this feature
is used to remove goal clauses for the current step before adding new goal
clauses for the next step. Before describing the incremental algorithm, it is
necessary to define a few basic concepts. Let’s do this with an example.

Example

A robotic manipulator transports products from a buffer to a fixture where
the products are processed. In order to control the robot, we have to read its
current pose as well as to send pose commands to it. To establish this two
way communication, a pose command and a pose measured variable is used.
Let’s call these variables posec and posem.

The real sensor-level measurement from the robot is discretized into three
discrete values that can be assigned to the variable posem. The robot can
be at the buffer (b), at the fixture (f) or at unknown (u) if it is somewhere
between the buffer and the fixture.

Definition 1: A variable vi is a named unit of data that can be assigned
a value from its finite domain of values vD

i .

Example

In our robot scenario, the values buffer, fixture, and unknown constitute the
finite domain of the variable posem. We don’t want to command the robot
to go to the unknown pose, so only the poses buffer and fixture make up the
domain of the variable posec.

Definition 2: A complete variable set Vc for a system is a set of all vari-
ables defined for that system. A partial variable set Vp is a non-empty subset
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of Vc.
Definition 3: The complete state space V D

c of a system is the Cartesian
product of all value domains of variables in V c defined for that system. A
partial state space V D

p is a non-empty subset of V D
c .

Example

With the currently defined variables in our robot system, the complete variable
set and the complete state space of our system is:

Vc = {posem, posec}
V D

c = {⟨b, b⟩, ⟨f, b⟩, ⟨u, b⟩, ⟨b, f⟩, ⟨f, f⟩, ⟨u, f⟩}

Now that we have defined the states our system can be in, it is time to
model how the system can move between those states. Before we can do that,
we have to define predicates, which are the fundamental building blocks of our
models.

Definition 4: A predicate is a logical expression of one or more variables.
A predicate evaluates to true if the assignments of its variables satisfy the
logical expression, and to false otherwise.

Example

Let’s build a few simple predicates and name them so that we can reuse them
later. Something we might reuse a lot is knowing whether the robot is at the
buffer, fixture or somewhere between:

r_at_b := posem == b

r_at_f := posem == f

r_at_u := posem == u

These predicates can either be true or false, depending on the current value
of the variable posem during evaluation. We can also build more complex
predicates and name them as we like. For example, another thing we might
find useful during modeling is knowing whether the robot has been issued a
command to move to the buffer. With the current complete variable set that
we have defined for this system, we can say that the robot is moving towards
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the buffer if:

r_moving_to_b := ¬r_at_b ∧ posec == b (D.1)

Before we define transitions, let’s look at how a very simple plan would look
like. As it was said before, a plan is a sequence of transitions driving state
change towards a goal. In this example, the robot moves from the buffer to
the fixture.

state0 : posem == b ∧ posec == b

trans1 : start_move_robot_to_fixture

state1 : posem == b ∧ posec == f

trans2 : finish_move_robot_to_fixture

state2 : posem == f ∧ posec == f

This sequence has several steps with each step being one transition leading
to a state. The chain of states is called a trace and since only one transition is
allowed to be taken at a time, the states are temporally related. This means
that we can say that state2 is the next state after state1.

Definition 5: A transition t is a predicate:

t = g ∧ e (D.2)

where g is a guard predicate and e is an effect predicate. If the transition is
to be taken, the guard predicate has to evaluate to true for the current step,
while at the same time, the effect predicate has to evaluate to true for the next
step.

Example

Let’s look at the start_move_robot_to_fixture transition. This transition is
modeled as:

start_move_robot_to_fixture =
posemi == b ∧ poseci == b ∧ poseci+1 == f

where the guard predicate is marked with i for the current step and the effect
predicate with i+1 for the next step. We finally have the necessary components
to define a planning problem.
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Algorithm 6: Incremental
Input: (i, g, T, smax)
Output: planning result

1 let step := 0;
2 let ctx := create context;
3 add constraint (ctx, i, step);
4 let bp := create backtracking point;
5 add constraint (ctx, g, step);
6 while step ≤ smax do
7 step += 1;
8 if check(ctx) == UNSAT then
9 backtrack to level bp;

10 let t_disj := disjunction for T;
11 add constraint (ctx, t_disj, step);
12 let bp := create backtracking point;
13 add constraint (ctx, g, step);
14 else
15 return planning result;
16 break;
17 end
18 end
19 return empty planning result;
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Definition 6: A transition system T for a given system is a collection of
all transition predicates that model the behavior of that system.

Definition 7: A planning problem Ψ is a 4-tuple:

Ψ = ⟨i, g, T, smax⟩ (D.3)

where i and g are initial and goal predicates, T is the transition system, and
smax is a limit on the horizon length. Actually, Ψ is a 5-tuple containing S

as well, where S is a collection of specifications modeled as LTLf formulas
encoded in SAT [11]. However, specifications are omitted in this paper for the
sake of brevity, so we will refer to a planning problem as it is defined in (D.3).

The incremental algorithm takes a planning problem Ψ and either returns a
complete result of the planning problem, or an empty result which represents
that no solution was found.

An integer variable step keeps track of the step in the plan that the algorithm
is currently at. At line 2 of Algorithm 1, a context ctx is created for the
problem so that the solver can keep track of assertions.

As you can see at lines 3 and 5, the algorithm asserts the initial and goal
constraints for step-0 into the context. It also creates a backtracking point in
line 4 before asserting the goal, so that it can be removed from the context if
a solution is not found in the current step.

Inside a loop that ensures the horizon limit is not exceeded, the algorithm
increments the step and checks if the current assertions in the context are
consistent. If the assertions are SAT in the first step, that means that the
variable assignments satisfy both the goal and the initial predicates.

Otherwise, the assignments in the goal predicate for step-0 are not consis-
tent with the assignments in the initial predicate, so the goal is for the current
step is removed them from the context by backtracking to the previous point.

The solver checks the transitions in a step from the disjunction of all tran-
sitions in the model. If any transition in the disjunction satisfies the current
assignment, planning goes on. Semantically, it can be said that the transition
is taken.

Only one transition is allowed to be taken in each step from the disjunction
of all transitions in the model. Practically, transitions are tracked in each
step with Boolean-valued variables, so that by the time a plan is found, we
know which transition was evaluated to true in which step. This is done by
conjuncting the transition with a Boolean-valued variable, so if the transition
is taken in a step, that variable has to be true in that step.
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The algorithm doesn’t know if the next goal assignment will be consistent
with the assignments that are currently in the context, so it creates a new
backtracking point before it assigns the goal for step-1 into the context.

As you can see, this process is repeated while the horizon length sequentially
increases. If a solution for the problem is found in a step that is less than the
horizon length limit smax, it is returned by the algorithm. Otherwise, the
limit is breached and an empty result is returned.

It is important to limit the planning horizon so that the algorithm can
terminate in case a solution can’t be found, or where it takes a long time to
calculate it.

3 Compositional Planning
As mentioned before, the main idea behind the compositional algorithm shown
as Algorithm 2 is to break the planning problem into simpler problems that
can be solved fast. To solve these individual simple planning problems, the
incremental algorithm from the previous section is used.

Figure 1 serves as an example and a visual guide to explain how the com-
positional algorithm works and what is happening in different steps. To keep
track of these steps, we refer to the alphabetic annotations on the right side
of the same figure.

3.1 Organization
In order for the compositional algorithm to refine, generate and solve parts of
the complete planning problem, we have to allow its abstraction and refine-
ment. The planning problem (D.3) is parameterized so that the compositional
algorithm can enable or disable certain basic predicates in order to generate
abstracted input constraints to the incremental algorithm. In order to do this,
a number of partial variable sets is defined during modeling.

Definition 8: A basic predicate is a predicate of variables from only one
partial variable set.

Defining partial variable sets depends on some expert knowledge of the
planning problem, hence it is a part of the modeling process. For example,
we choose to group variables together into partial variable sets so that we can
form basic predicates that contain none other but variables from the same set.
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Figure 1: How the compositional algorithm works.

This allows us to compose more complex parameterized predicates and at the
same time keep track of which partial variable sets play a role in them.

Example

Let’s extend our example by adding more functionality to our system. For
example, as a safety feature, let’s add the option to control the robot’s sta-
tus which can enable or disable its movement. For this, we define two new
variables, statc and statm with the same value domain {enabled, disabled}.

Moreover, let’s equip the robot with a sensor in order to know whether it
is holding a product or not. In fact, let’s equip also the buffer and the fixture
with the same type of sensors so that we can always track where the products
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are. For this, we define three additional variables, gripm, buffm and fixtm

with the same value domain {empty, full}.
In this example, grouping the variables into partial variable sets comes

naturally. Let’s name these sets to make it easier to reuse them later:

pose = {posec, posem}
stat = {statc, statm}
prod = {gripm, buffm, fixtm}

A good example of a basic predicate would be (D.1) since it only contains
variables from the pose partial variable set. In order to know which variables
are in a basic predicate, the name of the partial variable set they belong to
will be present as a superscript in the names of basic predicates:

r_moving_to_bpose := ¬r_at_b ∧ posec == b

We have defined the building blocks that enable us to generate abstracted
planning problems for the incremental algorithm.

3.2 Parameterization
In order to enable or disable certain basic predicates, we define activation
parameters that enable or disable parts of parameterized predicates.

Definition 9: An activation parameter is a Boolean-valued variable that
is used to hide (false) or reveal (true) basic predicates in a parameterized
predicate.

Definition 10: A parameterized predicate is a set of 2-tuples:

{⟨bp1, a1⟩, ⟨bp2, a2⟩, ..., ⟨bpn, an⟩} (D.4)

where bp1, bp2, ..., bpn are basic predicates and a1, a2, ..., an are their respective
activation parameters.

One activation parameter is usually defined for each partial variable set.
Hence, an alternative notation will be used for parameterized predicates through-
out the rest of the paper:

{bpa1
1 , bpa2

2 , ..., bpan
n } (D.5)

Definition 11: A parameterized transition tP is a transition whose guard
and effect are parameterized predicates.
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Example

Let’s build a parameterized transition that models how the robot takes prod-
ucts from the buffer.

take_product_from_buffer =

{b_fullprod
i , r_emptyprod

i , activestat
i , activatestat

i ,

r_at_bpose
i , r_go_to_bpose

i , r_fullprod
i+1 }

In order for the robot to hold a product in the next step (r_fullprod
i+1 ),

several things have to be fulfilled in the current step. The buffer must hold a
product (b_fullprod

i ) that the empty robot can take (r_emptyprod
i ). In order

to do anything, the robot has to be active (activestat
i ) and in order to take a

product from the buffer, it has to be at the buffer (r_at_bpose
i ).

Meanwhile, we don’t want to cause changes in some variables in the next
state. The basic predicate (activatestat

i := statci == enabled) ensures that
the measured variable statm will hold its enabled value in the next step. The
same goes for the posem variable.

Definition 12: A parameterized transition system TP is a transition sys-
tem whose transitions are parameterized transitions.

Definition 13: A parameterized planning problem Ψp is defined as:

ΨP = ⟨iP , gP , TP , P, smax⟩ (D.6)

where iP and gP are initial and goal parameterized predicates, TP is a param-
eterized transition system, P is a list of activation parameters and smax is the
limit on the plan length that is applied to every generated problem sent to the
incremental algorithm.

Now that we have modeled a parameterized planning problem, we let acti-
vation parameters enable or disable basic predicates in parameterized predi-
cates, generating abstracted input constraints for the incremental algorithm
by conjuncting these enabled basic predicates.

3.3 Activation
The compositional algorithm takes a list of activation parameters P , activates
the next parameter in the list, generates and solves problems. Hence, the order
of the activation parameters in the list P decides the problem refinement order.
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Example

Let’s take the parameter list:

P = (prod, stat, pose)

and take_product_from_buffer, the parameterized transition that we have
built earlier. This transition contains seven basic predicates, where the first
six are constituting the guard, and the last one the effect. While generating
the real input predicate for the incremental algorithm as a conjunction of
these basic predicates, the values of their respective activation parameters
determine whether the basic predicate is included in the conjunction or not.

The activation parameter list P has three parameters that are initially dis-
abled, hence the Activate procedure from Line 3 of Algorithm 2 activates the
first parameter prod, enabling the basic predicates b_fullprod

i , r_emptyprod
i

and r_fullprod
i+1 to take part in the generated conjunction that is the input

transition for the incremental algorithm.
We can refer to this step-wise parameter activation as refinement. Each

step of the compositional algorithm is called a level, and in each level, the
problems that are generated and sent to the incremental algorithm are more
refined, meaning that more variables play a role in the generated predicates of
a problem. For instance, let’s follow the complete refinement of the generated
transition:

b_fullprod
i ∧ r_emptyprod

i ∧ r_fullprod
i+1

In the next level, the algorithm activates the stat parameter, so the gener-
ated transition is more refined:

b_fullprod
i ∧ r_emptyprod

i ∧

activestat
i ∧ activatestat

i ∧ r_fullprod
i+1

Finally, in the last level, the algorithm activates the pose parameter and the
generated transition is completely refined. The completely refined transition
is a conjunction of all predicates from its parameterized counterpart.

3.4 Generation
As you can see from line 4 of Algorithm 2, the Plan function receives the
planning result of the previous level, and for each step in the calculated plan
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Algorithm 7: Compositional
Input: (iP , gP , TP , P, smax)
Output: planning result

1 let level := 0;
2 let (i, g, T, P) := Activate(iP , gP , TP , P);
3 let r := Incremental(i, g, T, smax);
4 Plan(r, iP , gP , TP , P, smax, level);
5 function Plan(r, iP , gP , TP , P, smax, level) begin
6 if not all parameters activated then
7 if r.plan_found then
8 let h := := new empty list;
9 let concat := 0;

10 let level_results := new empty list;
11 (i, g, m, P) := Activate(iP , gP , TP , P);
12 for j in (0 to (r.trace.length - 1)) do
13 let gl := r.trace(j + 1);
14 concat += 1;
15 if j == 0 then
16 let rP := Incremental(i, gl, T, smax);
17 let h := rP .trace.tail;
18 level_results.push(rP );
19 else if j == r.trace.length - 1 then
20 let rP := Incremental(h, g, T, smax);
21 level_results.push(rP );
22 else
23 let rP := Incremental(h, gl, T, smax);
24 let h := rP .trace.tail;
25 level_results.push(rP );
26 end
27 end
28 let rloopy := Concatenate(level_results);
29 let rfilt := Filter(rloopy);
30 Plan(rfilt, iP , gP , TP , P, smax, level + 1);
31 else
32 return empty planning result;
33 end
34 else
35 return r ;
36 end D15
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it generates a new planning problem. This generation doesn’t occur at once,
since the following problem depends on the result of the previous problem in
the same level. We could say that the following problem inherits information
from the previous result.

Three cases are differentiated while generating problems depending on the
place of the step in the solution of the previous level. We refer to these cases as
the first, central and last problems of a level. A first case problem is generated
from the first step in the plan of the previous level. For example, this can be
seen at point C in Figure 1. Similarly, a last case problem comes from the
last step in the plan of the previous level as it can be seen at point D. All
other problems that are generated from steps between the first and the last
step are central. This can be seen at points H and I in Figure 1.

Steps in the plan hold transitions that change the state towards a goal.
Sample plans at certain levels of the compositional algorithm can be seen at
lines B, F and L in Figure 1. Each transition in a plan has a source and sink
state. The three different cases of problems in a level come from the way the
initial and goal predicates of a problem are generated from these source and
sink states of a transition in a step.

First case problem

When the algorithm is generating a first case planning problem, the initial
predicate i of this problem is generated from the initial parameterized predi-
cate iP after the next parameter has been activated. In essence, it is a refined
version of the initial predicate from the previous level. This is happening at
line 16 of Algorithm 2.

The goal predicate of the first case planning problem is generated from
the sink state of the transition in the first step, and it is a conjunction of
assignments that make up that state. You should note that this new goal
predicate doesn’t contain variables that play a role in the initial predicate of
the same problem. In order to concatenate results after they are calculated,
the goal predicate of the first case planning problem is not provided with
assignments for the variables that are being included in this level.

If we would to provide assignments for these variables in the goal predicate
of the first case problem, there would probably be a discrepancy between
assignments of adjacent plans of the level during concatenation. We would
have to guess the assignments for those variables and in the end, we would
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have to plan between plans to achieve a correctly concatenated solution. That
is why we leave it to the solver to decide an assignment to the new goal
predicate variables included in the next level that is consistent with the other
assignments.

Last case problem

When the algorithm uses the last step in the plan of the previous level to
generate a problem, that is a last case planning problem. This is happening
at line 20 of Algorithm 2 and at points D and J in Figure 1. Since no
further problems will follow in this level, the goal predicate g of this problem is
generated from the goal parameterized predicate gP after the next parameter
has been activated. In essence, it is a refined version of the goal predicate
from the previous level.

The initial predicate of the last case planning problem is generated from
the source state of the transition in the last step, and it is a conjunction of
assignments that make up that state. This time, we are providing the initial
predicate with additional assignments by using an inheritance variable h to
pass assignments between problems and solutions of a level, as you can see
in lines 18 and 25 of Algorithm 2. At this point, after the solver has found
satisfiable assignments for the goal state of the previous problem of the same
level, the new assignments are inherited by the next planning problem to play
a role the initial predicate, as you can see at points D, H, I and J in Figure
1.

Central case problem

When the algorithm generates a central case planning problem, the initial
predicate is generated the same way as the initial predicate in the last case
problem, and the goal predicate the same way as the goal predicate in the
first case problem.

3.5 Resolution
To solve each generated problem of a level, we use the Algorithm 1 from the
previous section. In lines 4, 17, 21 and 24 of Algorithm 2, this is indicated
with Incremental. You can see in lines 16, 20 and 23 of Algorithm 2 how the
algorithm distinguishes problem cases based on where the step of the plan of
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the previous level is located. For example, first case problems are generated
at points C and G and solved at points D and H in Figure 1. Similarly, last
problems are generated at points D and J and solved at points E and K,
and central problems are generated at points H and I and solved at points
I and J in Figure 1. The important thing to notice is that in each level,
problem generation and resolution happen iteratively one after the other until
all solutions have been found for that level, or until one of the resolutions fail.
This iterative generation, inheritance and resolution can best be seen between
points G and K in Figure 1.

3.6 Concatenation
In each level, new planning problems are generated from the result of the
previous level. As these problems are solved, we end up with a number of
results that we have to concatenate in order to get the complete result of that
level. This concatenation of plans represents the complete plan of the current
level, and it is indicated with Concatenate in line 29 of Algorithm 2, which is
happening at points F and L in Figure 1.

To keep track of where results should fit in the complete result of a level,
we use a concat variable, as you can see in line 15 of Algorithm 2. After all
problems of a level are solved, we concatenate the individual plans in the right
order using the concat variables to get the plan of the level.

3.7 Filtering
In some cases, the result after concatenation might contain certain sections
that are redundant. These sections lead to a duplicate of a state that was
already reached earlier in the trace, so you can look at these sections as loops.

If loops appear in the concatenated result, the algorithm filters them out
of the plan using the Filter procedure as you can see in line 30 of Algorithm
2. These loops appear sometimes after concatenation as a result of solving
individual problems of a level while satisfying all specifications at that level.
In planning, it is not of our interest to visit a logical state more than once, so
if a loop appears in the concatenated trace, the algorithm removes it. After
we filter out the loops, the plan is still consistent with all specifications at
that level.

Once all parameters are activated, the problem is completely refined. After
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the last check of the parameter list as seen in line 6 of Algorithm 2, if a plan
is found in the previous level, it is returned by the algorithm in line 35.

4 Evaluation
Several planning problems are solved using both the compositional and the
incremental algorithms. In this section, we are evaluating some of the results
and comparing the length and quality of plans calculated by the incremental
and the compositional algorithm.

4.1 Example 1
Let’s test the algorithms on the robot example used in this paper. For brevity,
the names of partial variable sets are shortened to one letter: s for stat, i for
prod and p for pose.

For all the variations in the refinement order, the compositional algorithm
calculates the same 18 step long plan as the incremental algorithm. The
different benchmarks are derived from at least 10 runs for each test and the
name of the test suggests the refinement order in the example. You can see
from the benchmarks that the refinement order influences the plan calculation
time, which is expected.

4.2 Example 2
Let’s extend Example 1 with several additional complications. Now, we are
able to control and measure the pose of the gripper, as well as to control and
measure its status. Additionally, in order to avoid collision, the robot has to
move through three via points. In this example, we have five partial variable
sets: s for stat, i for prod, p for pose, g for grip_pose and m for grip_stat.

Provided is a short list of results that yielded the same 38 step long plan
while testing this example. You can see from the benchmarks that as much
as a 20x speed-up can be achieved with a good refinement order.

Benchmark: Time (mean ± dev):
test_2_inc 13.461 s ± 0.500 s
test_2_comp_mgsip 1.026 s ± 0.011 s
test_2_comp_gmpsi 908.4 ms ± 7.2 ms
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test_2_comp_gmisp 671.3 ms ± 9.8 ms

5 Discussion
We found several publications that share similar opinions with us to be, to
the best of our knowledge, state-of-the art results in areas of compositional
planning and planning with abstraction refinement.

The authors of [12] use a counterexample guided abstraction refinement
method to solve planning problem instances encoded in SAT. They obtain a
relaxed instance by removing clauses from the model that is in conjunctive
normal form and refine it later using counterexamples found during the search.

In [13], the authors distinguish between planning problems with and without
symmetries. They decompose a planning problem with symmetries into a set
of abstracted, isomorphic subproblems. After solving each abstraction, they
concatenate the results together to yield a solution for the original problem.

This paper is our first contribution in a series that tries to tackle the problem
of safe and non-blocking online planning, and as such, it only focuses on
computing a plan faster. Safety and non-blocking properties are well known
problems, however they will be addressed in future papers in order to limit
the scope of this work.

What we show is that there are cases when the compositional algorithm
clearly outperforms the well known incremental algorithm in terms of com-
putation time. However, there are a few known shortcomings which we will
mention now.

5.1 Refinement order matters

As you can see from the benchmarks in Examples 1 and 2, defining a good
refinement order can influence the planning time quite much. Solving the
same problem with a different refinement order gives quite different plans
before filtering out the loops.

Usually, after filtering out the loops, the plans calculated after these two
refinement orders are the same. However, it happens sometimes that the
refinement order influences the final plan length as well. In these cases, the
yielded plan is still correct, however it is not of the minimal length.
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5.2 No optimality guarantee
If there are several valid plans of different lengths that can be calculated at a
certain step, a shortest one will be yielded. However, this doesn’t mean that
this will yield the shortest plan of a level. In some cases, the compositional
algorithm can provide a plan in a level that is short, however after refinement
it would turn out that the solution after the last refinement is longer than the
result the incremental algorithm would yield. This happens because of the
breadth-first search nature of the incremental algorithm.

6 Conclusion
This paper presents a high-level compositional implementation that utilizes
the an incremental SAT-based planning algorithm as its solving engine to per-
form automated planning. This is achieved by generating abstracted problems
from the main parameterized planning problem, solving them using the incre-
mental solver and concatenating the results in order to achieve a complete
plan. We show that in a majority of cases, a significant speed-up is achieved.

Primarily, our plan for the future is to research the influence of the refine-
ment order in this approach. We would like to develop a rule about defining
a good refinement order, since solving a problem for all refinement order vari-
ations is not feasible, even for a small number of activation parameters.

Secondly, we will investigate safety and non-blocking properties of compo-
sitional planning and lastly, we would like to test the algorithm on standard
planning benchmarks.
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