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Abstract—The integer multiplier is a key component of digital
systems, so reducing its power dissipation can lead to significant
system-level power savings. It is well known that the workload in
terms of input data vectors impacts circuit power dissipation. If
there is a switching activity difference between the two input
operands to a multiplier, the input assignment can have a
significant impact on the multiplier power. Here, we explore the
energy per operation of different multiplier configurations and
point out some situations when it is worth considering activity-
based input operand assignment to reduce power dissipation.

I. INTRODUCTION

Thanks to the continuous development of integrated circuit
(IC) technologies, electronic systems can deliver extensive
functionality at high performance. However, as the rate of
monolithic IC technology scaling has been slowing down in
recent years, we cannot take future circuit technology improve-
ments for granted as we develop systems and algorithms [1].
Rather, we must consider how to efficiently optimize circuits
with respect to all system aspects, including dynamic prop-
erties for which data-dependent design approaches become
highly relevant [2]. Take for example digital communication
systems which are designed for a nominal case, but operate
in conditions that vary. In benign conditions, adaptive digital
filters that track and compensate for variations in a signal can,
e.g., use a lower updating frequency than the nominal case
allowing for switching power reductions [3].

The integer multiplier is a key component in digital IC
implementations of many algorithms. The main focus of
research on low-power multiplier design has been on the
dynamic range of the input operands [4], [5], [6]. This is
mainly relevant in processors, where the magnitude of the
data likely is below the default wordlength. The operand with
the lower dynamic range should be assigned to a particular
input in order to reduce multiplier switching activity. The
downside with the three approaches listed above is that they
require substantial hardware alterations to dynamically detect
the dynamic range of the signals in order to multiplex them
to the correct input. This is incompatible with today’s cell-
based design flow [7]. In contrast to considering the dynamic
range of operands, we will here focus on the operand switching
activity. This approach causes no hardware overhead, but it
requires knowledge of how logic signals switch. For example,
in DSP systems, we may recognize multipliers taking as inputs
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one nominally switching data signal and one slow-moving
averaged estimation of signal properties [8], [9].

We will quantitatively describe what impact assignment of
input operands with significantly different signal switching
activities has on multiplier power dissipation. This is relevant
when designing multipliers for digital filters, such as FIR [10]
and FFT [11], where data signals and coefficients behave quite
differently. Also for general datapath synthesis [7], the effect
of operand assignments is known, but the efficacy of using it
is depending on the designer who has to, first, know about the
opportunity and, second, know the signal switching activities.

II. THE INTEGER MULTIPLIER

Fig. 1 illustrates an unsigned 8-bit binary multiplication
leading to a full-precision 16-bit product. We have two
operands: X is the multiplier and Y is the multiplicand. As
shown, the binary 1-bit multiplications produce 64 partial-
product (PP) bits which are summed in a final adder.

Y7 Y¢ Ys Ya ¥z Y2 Y1 Yo
X7 Xe X5 X4 X3 X3 X3 Xg
PP70 PPeo PPso PP4ag PP30 PP20 PP1g PPoo
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Fig. 1: Multiplication.

We now assume n-bit signed numbers based on the common
two’s complement (2C) fixed-point number representation,

n—2
X =—g, 12" '+ Z z;2 1)
i=0
for which the output product of a 2C multiplication will have
a wordlength of 2n — 1 bits.

Integer multipliers are typically implemented using an initial
recoding stage [12] and a PP generation stage [13] whose
carry-save output representation is handled in a final carry-
propagation adder. The recoding incurs a circuit overhead,
but as several bits of the multiplier X can be processed
simultaneously, the number of partial products is reduced.



Take, for example, the widespread modified Booth recoding
technique [14], [15]: As shown in Table I, three consecutive
bits of X are encoded to represent a factor {—2,—1,0,1,2}!
which is multiplied with Y to give one partial product. The
factors are chosen because they are trivial to implement in 2C
(Eq. 1); sign change is Y + 1 and multiplication by 2 is just
a 1-bit left shift ¥ <« 1.

TABLE I: Radix-4 modified Booth encoded X

Tit1 | @i | xs—1 || Partial product

0 0 0 0y

0 0 1 +1Y
0 1 0 +1Y
0 1 1 +2Y
1 0 0 -2Y
1 0 1 —1Y
1 1 0 —1Y
1 1 1 )%

From Table I it is clear that the downstream multiplier
logic for each input signal becomes different. This gives us
an opportunity to assign inputs so that data with infrequent
switching should go to the recoded input, because this input
determines signal switching in both recoder and PP circuits.

Booth recoding can be extended to higher radices [16], [17],
further reducing the number of partial products, saving adder
resources and possibly reducing total delay. But since recoding
for higher radices is more complex to implement, there is no
general answer to what radix is best. Rather, this depends on
IC process technology, logic gates, wordlengths, optimization
algorithms and cost functions used during design.

We should also note that there exist alternatives to Booth
recoding. For example, the Baugh-Wooley technique [18] is
known to lead to efficient multiplier architectures when the
operands have shorter wordlengths [7], [19].

III. METHOD

To efficiently evaluate the different multiplier configura-
tions, we develop TCL scripts which can instantiate and per-
form complex sweeps of hardware design description files over
different input operand wordlengths n and timing constraints.
For each design configuration, the scripts infer the multi-
plication operator (using the VHDL package numeric_std)
placed between an input and output register level. We use
Cadence Genus [20] to synthesize the VHDL code under a
timing constraint, which is defined as the longest register-
to-register delay that we can accept. A synthesis tool starts
from its own predefined, optimized implementation templates
for datapath operators. For multipliers, the tool will consider
Booth techniques for different radices (Section II). As the
synthesis tool employs many different logic transformations
and optimizations, the actual gate-level implementation of
arithmetic operators becomes the result of proprietary tool
algorithms, many of which are heuristics.

IRadix refers to the base of the number. For example, {0, 1} represents
binary radix-2 digits and {0, 1, 2, 3} represents radix-4 digits. But multiplica-
tion by 3 is not straightforward to implement, so the modified Booth technique
modifies the radix-4 representation to avoid 3.

As target process technology, we use the open-source
ASAP7 library [21] and its regular-VT cells. Developed by
Arizona State University in collaboration with ARM Ltd., this
library is not for fabrication, but it represents a predictive
7-nm FinFET process technology. To ensure the integrity of
the results, the synthesized gate netlists are verified for logic
functionality using Cadence Xcelium [22].

The synthesized gate netlists are integral to the power
dissipation analysis. All gates in the ASAP7 library come with
pre-characterized power models and Cadence Genus combines
this netlist representation with switching data gathered from
logic simulation: Using Cadence Xcelium, we simulate all
netlists with 10,000 inputs vectors, at f = 1GHz, with a
supply voltage Vpp of 0.7 V. The registers levels are excluded
from the power analysis.

Assuming () is the charge, an energy of Q-Vpp = (C' Vpp)-
Vpp is dissipated during a charge-discharge cycle. Using the
clock rate f as a reference for all signal switchings, we define
a; as switching activity. This is the fraction of clock cycles
when a circuit node ¢ with capacitance C; switches from 0 to
1. Assuming NN nodes, the switching power is defined as:

N
Poy = fVpp® Y (Ci i) 2)
i=1

Mirroring the switching activity found in randomized data,
we use as baseline vectors for inputs X and Y the conservative
value 0.25 for activityz. In addition to the baseline, we create
two more vector sets, which have 4 and 16 times lower switch-
ing activities, respectively. These can be arbitrarily applied to
the two inputs of the multiplier to study the power dissipated
as we use different switching activity profiles.

Using energy dissipation (energy per operation) as metric
can be useful when comparing different components in a
system. Translation between average power and energy dissi-
pation is straightforward. Energy per multiplication operation

Eop = Paverage/f7 (3)
is obtained from the average power dissipation.

IV. RESULTS

In the following, we will evaluate different multipliers
to find out in what situations activity-based input operand
assignment can be a useful approach to reduce power.

A. Impact of Wordlength

Fig. 2 shows the energy per multiplication operation as
function of input operand wordlengths from 6 to 18 bits;
a relevant range for many DSP applications. Here we have
adopted a practical design tradeoff, where we balance timing
and area, and enforce a timing constraint which is a 10%
relaxation of the strictest constraint possible.

2The 0.25 assumption makes it straightforward to replicate our settings, but
it also makes our baseline analysis overestimate power and energy dissipation
for most practical systems, where data patterns, operating scenarios, number
representations, dynamic range of operand words, etc. impact power [23].



o
©
|

—e— baseline
——1/4 activity on X
1/16 activity on X
—v— 1/4 activity on Y
—v—1/16 activity on Y

o
©
T

o
3

o
o

o
3

©
w

Energy dissipated per operation (pJ)
o o
[N} ~

0 I I I I I |
6 8 10 12 14 16 18

Input wordlength (bits)

Fig. 2: Energy per operation as function of input wordlength.

For each wordlength, five different input vector combina-
tions are used: The baseline has a = 0.25 switching activity
(Eq. 2) on both input vectors. In the next configuration we use
vectors with 1/4 of the baseline switching activity on the X
input, i.e., @« = 0.0625 while the other input (V) still receives
baseline vectors with « = 0.25. To get an idea about how the
power dissipation depends on large variations on the switching
activity, for the next configuration, we reduce the switching
activity of the X input another 4 times. For the two final
configurations, we repeat the flow above, but this time we
reduce the switching on the other multiplier input, i.e. the ¥
input, while feeding the X input with the baseline vectors.

As we can see in Fig. 2, there is a clear reduction in
power dissipation if the data with lower switching activity
is assigned to the X input, which corresponds to the recoded
multiplier operand in Table I. This holds true for wordlengths
n > 8, when it is beneficial to introduce Booth recoding in
the multiplier circuit and when it is best to assign the signal
that switches less to the Booth recoder input [7].

Fig. 3 shows the ratio between the energy resulting from
assigning the lower switching activity vectors to X and Y
and the baseline energy. Regardless of input operand assign-
ments, lower input switching activities in general will reduce
multiplier switching power. However, there is an opportunity
to save substantial energy by optimally assigning the input
operands to the multiplier; more than 20% and 30% for 1/4
and 1/16, respectively, compared to using swapped inputs.

B. Impact of Timing Constraint

Fig. 3 suggests that Booth recoding is introduced during
synthesis only for larger wordlengths. However, under some
conditions, recoding can be used also for shorter wordlengths.

We will now analyze, for a range of timing constraints, two
different wordlengths, n = 6 and n = 8, which are both
below the wordlength limit observed in Sec. IV-A. Fig. 4
shows the energy ratio between the energy resulting from
assigning o = 0.0625 vectors to either X and Y and the
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Fig. 3: Energy ratio as function of input wordlength.

baseline energy when both X and Y receive av = 0.25, as a
function of different timing constraints.
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Fig. 4: Energy ratio as function of timing constraint.

It is clear there is an opportunity for activity-based input
operand assignment also for shorter operands, assuming the
timing constraint is relaxed. The results show that the appli-
cation of this assignment technique depends on the design
context. Optimizing the circuits to work close to their timing
limit would make it hard to use relaxed constraints.

C. Using Truncated Products

A multiplier generates 2n unsigned or 2n — 1 2C signed
product bits. This means the output wordlength will be
growing significantly after multiplication. Generally it is not
practical to keep all bits of the full product.

In computer systems this problem is handled within the de-
fault wordlength (16, 32, 64 bits etc) by instructions selecting



the higher or the lower part of the product’. In DSP systems,
power and performance budgets are strict, so truncation of
fixed-point numbers is extensively used. Truncation of the
output means fewer gates are needed, however, the fixed-
point implementation paradigm challenges the designer who
needs to scale all downstream operands to achieve the proper
dynamic range with a binary point in mind.

We will now compare two 2C multipliers for n = 7: One
has the full 13-bit output product, the other has a truncated 7-
bit product. Fig. 5 shows the energy ratio between the energy
resulting from assigning o = 0.0625 vectors to either X and Y
and the baseline energy when both X and Y receive a = 0.25,
as a function of different timing constraints.
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Fig. 5: Energy ratio as function of timing constraint.

For an n = 7 truncated multiplier we can use activity-
based input operand assignment to reduce power regardless
of timing constraint. This is different from an n = 7 full-
precision multiplier for which the operand assignment depends
on timing constraint.

V. CONCLUSION

We have described how a designer can take advantage
of activity-based input operand assignment to reduce power
dissipation in integer multipliers. The key to the power savings
lies in the recoding done on one of the multiplier inputs, which
causes the circuit to be asymmetrical with respect to its inputs.

We have shown that the power saving depends on con-
text: Recoding is generally used for all larger wordlengths.
But also for shorter wordlengths it may be used, depending
on design conditions. Multipliers rarely show up in a final
implementation as distinct, independent operators, but they
are integrated during synthesis with surrounding logic. While
this optimization tends to blur the logic boundaries of the
multiplier, suppressing the circuit’s asymmetry, the designer

30ther types of truncation or rounding in computing systems have given
rise to the term approximate computing.

should be aware of the possibility to swap inputs as this can
give substantial power savings.
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